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2 Summary 
This document captures much of the design rationale behind Web3S in the form of questions and 

answers. 

 

DISCLAIMER: The follow reflects the views of Yaron Y. Goland and only Yaron Y. Goland. Nothing in this 

document should be construed as representing the views of the Windows Live Data team, the Dev Live 

Platform Group, the Windows Live division, the Microsoft Corporation or anyone else. 

2.1 Why didn’t you just use ATOM? 
We seriously considered ATOM as our base protocol but we ran into problems that eventually made us 

abandon that effort. But we have no particular objection to ATOM and if our concerns can be addressed 

we would be happy to reconsider. Web3S is a means, not an end and we will happily abandon it if we 

can find a consensus protocol that meets our needs. 

 

In the case of ATOM we ran into three specific problems: 

 



Replacement Semantics ς Doing a PUT on an entry in a feed necessitates updating the entire entry. This 

is a problem for us from both a performance and versioning perspective. From a performance 

perspective it requires that updates always update all values in an entry even if only a few need to be 

changed. This puts a lot of unnecessary load on our system. From a versioning perspective replacement 

semantics means that every single time we add any values we will lose data when an old client updates 

an entry with new data. There are ways around this but they were judged to be too painful. For 

example, we could create a new feed URL every time we add a new type of value. Old feeds would only 

ΨǎŜŜΩ ƻƭŘ ǾŀƭǳŜ ǘȅǇŜǎ anŘ ƴŜǿ ŦŜŜŘǎ ǿƻǳƭŘ ǎŜŜ ΨƴŜǿŜǊΩ Ǿŀlue types. But this will create a URL explosion 

and turn into a management nightmare. 

 

No Hierarchy ς ATOM only supports a two level hierarchy, feed and entry. It is possible, of course, to 

create an entry that is really a pointer to another feed but that is both painful to handle at a protocol 

level and inefficient when one actually wants to retrieve an entire tree as one has to make many round 

trips to pull in all the values as one walks the feeds. 

 

Too Verbose ς ATOM likes to return meta data, everywhere. This is fine in a two level hierarchy but in a 

deeply nested hierarchy having to decorate everything, everywhere with wrappers to hold extra values 

ǘƘŀǘ ƻŦǘŜƴ ǿƻƴΩǘ ŜǾŜƴ ōŜ ǘƘŜǊŜ ƛǎ ǿŀǎǘŜŦǳƭΦ 9ΦƎΦ ƘŀǾƛƴƎ ǘƻ ǿǊŀǇ ŜǾŜǊȅǘƘƛƴƎ in <entry> wrappers and such 

just makes the protocol harder to read and the model more complex. 

3 The Web3S Resource Infoset 

3.1 Does the world really need another infoset? 
We knew from day one that we have to support both XML and JSON and while we could try and shoe 

ƘƻǊƴ ·a[Ωǎ ƛƴŦƻǎŜǘ ƛƴǘƻ W{hb ǘƘŜ ŜƴŘ ǊŜǎǳƭǘ ǿƻǳƭŘ ŎƻƳǇƭŜǘŜƭȅ ŘŜǎǘǊƻȅ ǘƘŜ ǎƛƳǇƭƛŎƛǘȅ ǘƘŀǘ Ƙŀǎ ƳŀŘŜ W{hb 

so attractive. 

 

Simultaneously, from a scalability perspective, the less we have to support the better. Every feature not 

only complicates the protocol but it complicates our implementation that needs to run successfully 

across hundreds of millions of users. Even small incremental savings, when spread over that large a user 

base, add up quickly. 

 

The Web3S infoset is therefore the outcome of both of these issues. It provides us with the simplicity we 

need to serialize into/out of both JSON and XML while simultaneously giving us the simplicity of 

structure that leads to good performance and scaling. 

 

But the good news is that our XML and JSON serializations are real serializations. All XML and JSON tools 

(well, o.k., XML tools) that can manipulate any arbitrary XML can manipulate a Web3S serialization 

ƛƴǘƻκƻǳǘ ƻŦ ·a[Φ Lǘ ƛǎ ·a[Φ Lǘ Ƨǳǎǘ Ƙŀǎ ŀƴ ǳƴōŜƭƛŜǾŀōƭȅ ǊŜǎǘǊƛŎǘƛǾŜ ǎŎƘŜƳŀΦ ¢Ƙŀǘ ŘƻŜǎƴΩǘ ǾƛƻƭŀǘŜ ·a[ 

though. 



3.2 Why Not Just Use the XML Infoset? 
The Web3S infoset was actually designed starting with the XML infoset and then removing information 

ƛǘŜƳǎ ǿŜ ŘƛŘƴΩǘ ƴŜŜŘΦ 

 

In going through the infoset we threw out the processing instruction information item, the unexpanded 

entity reference information item, the document type declaration information item, the unparsed entity 

information item and the notation information items because these are all XMLisms that are of no 

relevance to anything we are trying to do. 

 

We also threw out the comment information item because comments are not something we are going 

to make available in our infoset. They might be in the serializations but they aren't part of our 

processing model. E.g. we do not specify any semantics that directly or indirectly rely on the use of 

comments. 

 

We also threw out namespace information items. The split between 'local names' and 'namespace 

names' in XML is an artifact of XML's history and not something that we would want in our infoset (see 

here for some background). Elements have globally unique names and that should just be that. 

 

We decided we did not want to handle mixed content, that is, EIIs that can have a mix of EIIs and SIIs as 

children. The justification for this restriction is that we are only interested in self describing data and 

strings are not self describing (at least not to a machine). So any time a string is used we need it to be 

wrapped in an element in order to provide machine processable semantics. Since we are only worried 

about machine processing this seems a reasonable restriction.  

 

A subject of more than a little debate around here has been the attribute information item. I was 

discussing this with Mark Nottingham from Yahoo and he made the point that attributes are great so 

long as no one but him is allowed to define how they are used. The point being that there are certainly 

cases where having an attribute available makes the data model simpler (think IDs, for example) but 

that in practice people abuse attributes. The fundamental problem with attributes is that they are not, 

strictly speaking, necessary (E.g. you can always encode in elements what you can express in attributes) 

and they are not extensible since they are just strings. After much discussion our opening position is that 

our infoset won't support attributes. On balance we think attributes cause more harm than good. We'll 

see in practice how well this holds up. 

 

The document information item contains lots of interesting data that isn't relevant to us. It has things 

like PIIs, comments, DTDs, etc. It also has version information but this is version information for the 

serialization, not for the XML infoset. The two are not necessarily the same. In the end we decided we 

did not need to explicitly model a document information item. 

 

So in the end we had only two information items left, element information items and string information 

items. 

http://www.w3.org/TR/xml-infoset/
http://lists.w3.org/Archives/Public/w3c-dist-auth/1999OctDec/0343.html
http://www.mnot.net/


3.3 Why not just use the properties in the XML Infoset’s Element Information 

Item? 
The element information item has a number of properties in the XML Infoset. Since our infoset gives 

each element a globally unique name we can throw away all the detritus of the XML namespace model. 

So the namespace name, local name, prefix, namespace attributes and in-scope namespaces properties 

can all be quickly discarded and replaced with a single name property that provides the globally unique 

name for the element. 

 

For simplicity sake we will name our infoset items using DNS as a mechanism to both provide 

uniqueness and still make the result human readable. Specifically we will use the reverse DNS 

convention. E.g. a first name element could be named com.microsoft.live.schemas.firstName. We can 

then trivially map this to serializations like XML and JSON. 

 

As we aren't supporting attributes we can get rid of the attributes property. The base URI property 

won't be supported because none of our early scenarios require it but I am confident that we will end 

up adding it back in as one of our first extensions. We will need the parent property although we can 

restrict it so that its only legal value is an element or empty in the case of a root. 

 

This leaves the children property. In the XML infoset the contents of the children property are ordered. 

But in our infoset most data will be unordered. Order is a very big deal for markup languages because 

the human understandable semantics are embedded in the ordering (e.g. "putting off" does not mean 

the same thing as "off putting"). But in a machine focused language order is typically not all that 

relevant. If one thinks of say, a buddy list, the actual order of the buddies is usually a secondary 

consideration that deals more with human needs than machine ones. For example, if we are returning a 

buddy list the IM client receiving it could display the contents in any number of orders so the order that 

the list is sent in over the wire doesn't really matter. 

 

There is however one major counter example, search order. When an expensive search operation is 

requested it is common to also specify the order in which the results are to be returned. Such an 

ordering can always be explicitly encoded into the results (e.g. each result member could have an 

explicit order number associated with it) but this doesn't seem to happen in practice. 

 

We have resolved this problem by accepting reality. The reality is that a message on the wire has an 

ordering because IP requires some serialization. So we recognize that messages can have ordered 

contents but we specify that by default storage does not. In other words when interacting with the 

Web3S infoset in storage all the elements are treated as unordered. But when interacting with a Web3S 

infoset as serialized on the wire an ordering may be present. 



3.4 Why not just use the properties in the XML Infoset’s Character 

Information Item? 
The XML Infoset character information item has three properties, character code, element content 

whitespace and parent. In our case we will use a string, not a single character and we will allow all 

unicode characters without restriction. We view it as a serialization problem to escape the unicode 

characters in order to fit in any particular serialization format. We will address such serialization issues 

on a serialization by serialization basis (e.g. our solution for JSON will be different than XML because 

they have different reserved characters). All unicode characters are relevant in our infoset so we don't 

have the concept of whitespace handling, vis a vis XML. But when we specify a XML serialization we will 

have to address the whitespace issue. 

3.5 Why is the Web3S Infoset hierarchical? Shouldn’t you handle graphs? 
There seems to be a fairly obvious pattern in the growth of data formats over time. First, there was 

ASCII (ANSI, EBCDIC, etc.) which is linear. Then there was HTML (SGML, XML, etc.) which is hierarchical. 

So the next step would seem to be something graph based. Yes, I know, RDF will save us all. But until we 

can truly welcome our new RDF overlords my suspicion is that we will just have to make do with 

hierarchical rather than graph based data formats.  

 

The real issue is programmer complexity. It takes no great effort to define a graph based infoset (we just 

have to remove the restrictions which require the infoset to be a single rooted acyclic tree) but to 

manipulate one seems to be beyond the current generation of programming tools. Once we see good 

programming constructs to manipulate graphs along with compelling use cases requiring their use then 

we will start to worry about graph support. 

3.6 How is the infoset itself versioned? 
So if this spec is V0.1 how do we transition to V1 to V2 of the infoset model? 

 

One of the cardinal rules of system design is not to paint oneself into a corner. So it would seem natural 

to worry about versioning the infoset itself. But what would such versioning mean? Would we put into 

each message we serialize based on a specific infoset an identifier for that infoset? That would be our 

first example of tunneling. What would such an identifier achieve? The only time I can see such an 

identifier being important is if we implicitly rather than explicitly include semantics in a message that are 

derived from the infoset. 

 

CƻǊ ŜȄŀƳǇƭŜΣ ƭŜǘΩǎ ǎŀȅ ǘƘŀǘ ǿŜ ŜȄǘŜƴŘ ǘƘŜ ƛƴŦƻǎŜǘ ǘƻ ǎǇŜŎƛŦȅ ǘƘŀǘ ŀƭƭ ǊŜƭŀǘƛǾŜ ¦w[ǎ ƛƴ ǘƘŜ ƛƴŦƻǎŜǘ ŀǊŜ 

relative to the root element. But when we serialize an infoset instance into say, JSON, we include 

relative URLs but we do not include any object or other identifier that explicitly states "relative URLs are 

relative to the root object". Someone trying to resolve our URLs in the message won't be able to unless 

they are using the same version of the infoset and so understand how to resolve the URL. 

 

In a case such as the above it would make sense for us to include an identifier for which infoset we are 

using so that systems could understand when a message may have semantics they don't support. 

http://www.w3.org/RDF/


 

But I actually think this approach would be a mistake as it essentially requires people to change the rules 

ƻŦ ǘƘŜƛǊ ǎŜǊƛŀƭƛȊŀǘƛƻƴǎΦ 9ΦƎΦ ƛǘΩǎ ƴƻǘ ·a[ ŀƴȅƳƻǊŜΣ ƛǘΩǎ ²Ŝōо{ ·ML. Therefore I would argue that any time 

Infoset semantics leak into a message (e.g. ordering, base URLs, whatever) those semantics need to be 

explicitly and individually marked in the message. So, for example, in the case of relative URLs we would 

either need to introduce our own JSON object saying "this message interprets relative URLs relative to 

the root" or, much better, we would work with the JSON community to come up with a community 

standard to handle relative URL resolution. But in no case should we put ourselves in a position where 

third parties need to know which version of our infoset a particular service is using in order to figure out 

how to use that service 

 

So long as we stick to the rule that the infoset's semantics are explicitly made known in the message 

there is no need for us to explicitly version the infoset itself. 

3.7 How does one record raw XML or raw HTML in this infoset? 
The Web3S infoset does not contain all the concepts in the XML or HTML infosets. It is therefore 

impossible, in the general case, to encode generic XML or HTML into the Web3S infoset. We can 

certainly go in the opposite direction, that is, encoding Web3S into XML or HTML. 

 

This means that if one needs to record generic XML or HTML as part of the infoset then the data will 

have to be recorded using a string information item. In practice we do not believe this is a problem 

because Web3S is only intended to be used with structured data that follows our infoset. Anything else 

is just a string. 

3.8 How does one record binary objects in this infoset? 
At the moment this can only be done by encoding the binary information into a string. But one imagines 

that having binary support would be interesting and this is certainly a reasonable candidate for an 

extension to the infoset. 

3.9 Why aren’t IDs universally unique instead of only unique amongst 

siblings? 
It was tempting to just specify the all IDs have to be GUIDs/UUIDs. We decided against this because: 

 

Readability ς wŜŀŘƛƴƎ ƻƴŜ ƻŦ ƻǳǊ ǳǊƭǎ ŀƭǊŜŀŘȅ ƛǎƴΩǘ ŜȄŀŎǘƭȅ ǘƘŜ Ƴƻǎǘ ǇƭŜŀǎŀƴǘ ŜȄǇŜǊience in the world, 

but imagine if instead of: 

 

com.example.whatever(234234)/com.example.something(134)/com.example.otherwise(2387283)  

 

you had to instead try and read: 

 

com.example.whatever(f81d4fae-9dec-11d0-a765-00a0c91e6bf6)/com.example.something(f81d4fae-

7dec-11d0-a765-00a0c91e6bf6)/com.example.otherwise(f81d4fae-8dec-11d0-a765-00a0c91e6bf6) 



 

Writability ς LŦ ȅƻǳ ŎŀƴΩǘ ǊŜŀŘ ǘƘŜ ǇǊŜǾƛƻǳǎ ǿƘŀǘ ŎƘŀƴŎŜ ŘƻŜǎ ŀ ǇǊƻƎǊŀƳƳŜǊ ǘǊȅƛƴƎ ǘƻ ŘŜōǳƎ ŀ ǎȅǎǘŜƳ 

have of writing it? 

 

URL Size Limits ς Certain browsers who shall remain nameless have a 2049 byte size limit on their URLs. 

So if we want this thing to work in places like JSON we have to keep the size down. 

 

Server Controls ς IDs are often artifacts of the underlying system so we want to leave servers with 

maximum flexibility to specify IDs that work for their system. Note however that this requirement only 

ŀǊƎǳŜǎ ǘƘŀǘ ǿŜ ǎƘƻǳƭŘƴΩǘ ƳŀƴŘŀǘŜ D¦L5κ¦¦LL5ǎ ŀǎ ǘƘŜ ƳŜŀƴǎ ƻŦ ŀŎƘƛŜǾƛƴƎ Ǝƭƻōŀƭ ǳƴƛǉǳŜƴŜǎǎΦ ²Ŝ ŎƻǳƭŘ 

still have the requirement and leave it to servers to fulfill it. 

3.10 Shouldn’t I Encode Data into the IDs? 
tƭŜŀǎŜ ŘƻƴΩǘΦ 

 

Pretty please. 

 

With sugar on top. 

 

In fact, in the original design of Web3S we explicitly required that all IDs be integers in order to try our 

best to stop people from encoding data into IDs. The reason we introduced the integer requirement 

because within about 30 seconds of coming up with the protocol an implementation group came up 

with: 

 

com.example.phonebook.phoneNumbers  

   com.example.phonebook.phoneNumber(Business)  

      com.example.phonebook.number  

         555 - 555- 1212  

 

This is a very dangerous way to use IDs. For one thing it completely kills extensibility of the data model. 

If I want to add some caveats, e.g.: 

 

com.example.phonebook.Business  

   com.example.phoneboo k.MegaCorp  

 

I can do so in a very obvious way. But in the model where the ID is assigned semantic meaning 

ŜȄǘŜƴǎƛƻƴǎ ŀǊŜƴΩǘ ǇƻǎǎƛōƭŜΦ !ƴ L5 ƛǎ ŀƴ L5 ŀƴŘ ƛǘ Ŏŀƴ ƴŜǾŜǊ ŎƘŀƴƎŜ ǎƛƴŎŜ ǘƘŜ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ǿƛƭƭ ƴƻǿ 

ƘŀǾŜ ǘƻƭŘ ŜǾŜǊȅƻƴŜ άhƘ ǘƘŜ ǿŀȅ ȅƻǳ Ŏŀƴ ŦƛƴŘ ŀ ōǳǎƛƴŜǎǎ ǇƘƻƴŜ ƴǳƳōŜǊ ƛǎ ōȅ ǳǎƛƴƎ ǘƘŜ ōǳǎƛƴŜǎǎ L5έΦ 

 

This has all sorts of interesting side effects. For example, what happens when you want to have two 

phone numbers that are both of type business? Do you start with Business1, Business2, Business3, etc.? 

 



One of the first rules you learn in the database business is ς never give semantic meaning to index 

values! This is an old trick to save space and it always blows up because the fields change but the 

ƛƴŘŜȄŜǎ ŎŀƴΩǘΦ 

 

So we had wanted to explicitly try and stop people from designing bad schemas by making it harder for 

people to shove things into IDs, hence the original requirement that IDs be integers. Of course any 

variable value can be used to transmit data but by making the values into integers we made encoding 

data in the kind of ways people wanted to harder and so we hope to reduce the number of completely 

broken schemas in the world. 

 

.ǳǘ ƛƴ ǘƘŜ ŜƴŘ ƛǘ ǊŜŀƭƭȅ ƴŜŜŘǎ ǘƻ ōŜ ǘƘŜ ǎŜǊǾŜǊΩǎ ŎƘƻƛŎŜ ŀǎ ǘƻ Ƙƻǿ ƛǘ ǳǎŜǎ ƛǘǎ L5ǎ ǎƻ ǿŜ ǊŜƳƻǾŜŘ ǘƘŜ 

integer requirement. Unfortunately this all but guarantees some really pathetically broken schemas will 

be introduced that use the ID in awful ways. 

3.11 Why do you allow ID values to be reused? 
The ultimate owner of the ID space for a particular resource is the resource itself. If it wants to behave 

badly that is its choice. It is always legal (although not great behavior) for the owner of a particular 

namespace to decide to renumber their system. That is, HTTP URLs are not guaranteed to point to the 

same resource for all time. In Web3S terms this means that a HTTP URL that pointed to a Web3S 

resource could suddenly point to a non-Web3S resource and it also means that the owners of Web3S 

resources have the right to change their IDs if they want to. 

3.12 What about typing of data inside the SIIs? 
From the perspective of the Web3S infoset all SIIs are just strings. But schemas on top of the infoset can 

restrict the values to be anything they can encode into Unicode. 

3.13 Doesn’t ordering matter in storage? 
The order of authors on books and artƛŎƭŜǎ ƛǎ ŀ ǾŜǊȅ ǘƻǳŎƘȅ ŀǊŜŀΦ tŜƻǇƭŜ ǊŜŀƭƭȅ ŎŀǊŜΦ LŦ ǎƻƳŜƻƴŜ ƛǎ ΨƭŜŀŘΩ 

author on a book they want that know. So if a Web3S resource records information about authors those 

authors (especially the lead author) are going to want to make sure the ordering is correct. But in 

Web3S today there is no way to specify ordering at the infoset level. E.g. if you did a GET on a Web3S 

resource that records the authors of an article it can give you a different serialization on each response. 

 

So: 

 

com.example.books.author s 

   com.example.books.author(12)  

      com.example.books.name  

         ñJ. L. Nichols ò 

   com.example.books.author(1)  

      com.example.books.name  

         ñB. G. Jefferis ò 

 

And 



 

com.example.books.authors  

   com.example.books.author  

      com.example.book s.name(1)  

         ñB. G. Jefferis ò 

   com.example.books.author  

      com.example.books.name(12)  

         ñJ. L. Nichols ò 

 

Are both absolutely identical and both legal responses to a GET on the authors EII. 

 

{ƻ ƛŦ ǿŜ ǿŀƴǘŜŘ ǘƻ ǘǊŀŎƪ ǘƘŜ ΨƻǊŘŜǊΩ ƻŦ authorship you have to specify it as an explicit value: 

 

com.example.books.authors  

   com.example.books.author(1)  

      com.example.books.name  

         ñB. G. Jefferis ò 

      com.example.books.authorOrder  

         ñ1ò 

   com.example.books.author(12)  

      com.example.books.name  

         ñJ. L. Nichols ò 

      com.example.books.authorOrder  

         ñ2ò 

 

And if we want to change order then we have to do PUTs such as: 

 

<authors xmlns=òWeb3SBase:com. example. books ò 

         xmlns:web3s=òWeb3S:ò> 

   <author>  

      <web3s:id>1</web3s:id>  

      <authorOrder>2</authorOrder>  

   </author>  

   <author>  

      <web3s:id>12</web3s:id>  

      <authorOrder>1</authorOrder>  

   </author>  

</authors>  

 

And if that looks bad just imagine what fun it will be if we wanted to insert a new author whose ordering 

is between the existing two?!?! 

 

So quite clearly not supporting ordering makes some scenarios really painful. But supporting ordering 

ƛǎƴΩǘ ŦǊŜŜΦ Lǘ ŎƻƳǇƭƛŎŀǘŜǎ ǘƘŜ ƘŜŎƪ ƻǳǘ ƻŦ ŜǾŜǊȅǘƘƛƴƎΦ {ǳŘŘŜƴƭȅ ƻǳǊ ŘŜŦƛƴƛǘƛƻƴǎ ŦƻǊ ǘƘƛƴƎǎ ƭƛƪŜ PUT and 

¦t5!¢9 ƎŜǘ ŀ ƭƻǘ ƳƻǊŜ ŎƻƳǇƭƛŎŀǘŜŘΦ {ƻ ǿŜ ŘƻƴΩǘ ǿŀƴǘ ǘƻ ǎǳǇǇƻǊǘ ƻǊŘŜǊƛƴƎ ǳƴƭŜǎǎ ǿŜ ƘŀǾŜ ǘƻΦ 

 



hǳǊ ŜȄǇŜǊƛŜƴŎŜ ǘƻ ŘŀǘŜ Ƙŀǎ ōŜŜƴ ǘƘŀǘ ǿŜ ƘŀǾŜƴΩǘ Ǌǳƴ ƛƴǘƻ ǎƛǘǳŀǘƛƻƴǎ ǿƘŜǊŜ ŀƴ ŀǊōƛǘǊŀǊȅ ƴǳƳŜǊƛŎ 

ordering (e.g. 1st EII, 2nd EII, etc.) really mattered. Most of the large ordered data sets we have (think 

phone books or blogs) are not arbitrarily ordered but ordered based on things like dates or names. In 

ŦŀŎǘ Ƴƻǎǘ ƻŦ ƻǳǊ άƻǊŘŜǊŜŘέ ŘŀǘŀǎŜǘǎ ŀǊŜ ƻŦǘŜƴ ƻǊŘŜǊŜŘ ŀƴŘ ǊŜ-ordered based on multiple fields and 

mostly the folks who care about that ordering are clients. 

 

{ƻ ǘƻ ŘŀǘŜ ƛǘ ƘŀǎƴΩǘ ōŜŜƴ ŀ ōƛƎ ŘŜŀƭ ŀƴŘ ƛŦ ƛǘ ǎǘŀȅǎ ǘƘŀǘ ǿŀȅ ǘƘŜƴ ǿŜ ǿƛƭƭ ƪŜŜǇ ŀǿŀȅ ŦǊƻƳ ƻǊŘŜǊƛƴƎΦ L 

suspect that if it turns out that we have a situation where an arbitrary numeric ordering really and truly 

matters we might have to invent a different protocol. ²Ŝ ŘƻƴΩǘ ǿŀƴǘ ǘƻ ŎƻƳǇƭƛŎŀǘŜ ǘƘŜ ƘŜŎƪ ƻǳǘ ƻŦ 

Web3S for what seems like an edge case (albeit an important one). 

3.14 Doesn’t not supporting mixed content make certain kinds of extensibility 

really hard? 
MiȄŜŘ ŎƻƴǘŜƴǘ ƛƴ ǘƘŜ ƭŀǊƎŜ ǎŜƴǎŜ ƳŜŀƴǎ ŀƴ ŀǊōƛǘǊŀǊȅ ƳƛȄƛƴƎ ƻŦ 9LLǎ ŀƴŘ {LLǎΦ ²Ŝ ŘƻƴΩǘ ƘŀǾŜ ŀƴȅ 

convincing scenarios where not supporting that matters. 

 

But where I strongly think we made a mistake is not allowing for an EII to have zero or more EII children 

ŀƴŘ ȊŜǊƻ ƻǊ ƻƴŜ {LL ŎƘƛƭŘǊŜƴΦ ¢ƘŜ ǊŜŀǎƻƴ LΩƳ ŎƻƴǾƛƴŎŜŘ ǘƘƛǎ ǿŀǎ ŀ ƳƛǎǘŀƪŜ Ƙŀǎ ǘƻ Řƻ ǿƛǘƘ ŜȄǘŜƴǎƛōƛƭƛǘȅΦ 

 

CƻǊ ŜȄŀƳǇƭŜΣ ƭŜǘΩǎ ǎŀȅ ǎƻƳŜƻƴŜ Ƙŀǎ ŀ ōƻƻƪ ŎŀǘŀƭƻƎ ŀƴŘ ǎƻ ǘƘŜȅ ƘŀǾŜ ŀƴ 9LL ƻǊƎΦŜȄŀƳǇƭŜΦōƻƻƪǎΦōƻƻƪǘƛǘƭŜ 

whose value is a SII. But later on the folks defining the schema realize that they would like to be able to 

record what language a booktitle is in. Their only option is to create a sibling to 

ƻǊƎΦŜȄŀƳǇƭŜΦōƻƻƪǎΦōƻƻƪǘƛǘƭŜ ǘƘŀǘ ǊŜŎƻǊŘǎ ǘƘŜ ƭŀƴƎǳŀƎŜ ƻŦ ǘƘŜ ōƻƻƪǘƛǘƭŜΦ .ǳǘ ǘƘŀǘΩǎ ōŀŘ ŘŜǎƛƎƴΦ ¸ƻǳ ǿŀƴǘ 

shared values to hang out together. What should happen is that the language should end up as a child of 

ōƻƻƪǘƛǘƭŜΦ 9ΦƎΦ ƻǊƎΦŜȄŀƳǇƭŜΦōƻƻƪǎΦōƻƻƪǘƛǘƭŜκƻǊƎΦŜȄŀƳǇƭŜΦƭŀƴƎǳŀƎŜΦ .ǳǘ ǘƘŀǘΩǎ ƛƭƭŜƎŀƭ ƛƴ ǘƘŜ ŎǳǊǊŜƴǘ 

ƛƴŦƻǎŜǘ ōŜŎŀǳǎŜ {LLǎ ŎŀƴΩǘ ƘŀǾŜ ǎƛōƭƛƴƎǎΦ L ǎǳǎǇŜŎǘ ǿŜ ƴŜŜŘ ǘo change that. 

3.15 Why doesn’t the Web3S infoset support empty SIIs? 
Because the semantics makes our heads hurt. 

 

If we support empty SIIs then what is the meaning of: 

 

<stuff xmlns=òWeb3SBase:com. example. anything ò/> 

 

Should this translate to: 

 

com.example.any thing.stuff  

 

or 

 

com.example.anything.stuff  

   ñò 

 



In other words, does the XML translate to an EII with no children or to an EII with an empty SII child? 

 

Trying to distinguish between these two at the infoset level is just a nightmare. Yes, there is xsi:nill but 

ǘƘŀǘ Ƙŀǎ ƛǘǎ ƻǿƴ ƛǎǎǳŜǎΦ CƻǊ ŜȄŀƳǇƭŜΣ ƭŜǘΩǎ ǎŀȅ ǿŜ ƘŀǾŜ ǘƘŜ ŦƻƭƭƻǿƛƴƎ ·a[ ǎŎƘŜƳŀΥ 

 

<xsd:element name=" stuff " nillable="true"/>  

    <xs:complexType>  

      <xs:sequence>  

        <xs:element name="foo" minOccurs="0" />  

      </xs:sequence>  

    </xs :complexType>  

</xsd:element>  

 

In that case the following: 

 

<stuff xmlns=òWeb3SBase:com. example. anything ò> 

 

Means that the stuff element has no value. 

 

But 

 

<stuff xmlns=òWeb3SBase:com. example. anything ò xsi:nill=òtrueò> 

 

Means that the stuff element has a null value. 

 

Lƴ ƻǘƘŜǊ ǿƻǊŘǎ άƴǳƭƭέ ƛƴ ·a[ ƭŀƴŘ Ƙŀǎ ŀ ǎǇŜŎƛŦƛŎ ǎŜƳŀƴǘƛŎ ǘƘŀǘ ƛǎ ŘƛŦŦŜǊŜƴǘ ǘƘŀƴ ŜƳǇǘȅΦ hƘ ŀƴŘ ƴŜƛǘƘŜǊ ƻŦ 

the situations has anything to do with empty strings! 

 

Rather than jumping into this morass we have decided to require that all SIIs MUST consist of at least 

one character. When someone has a situation where they really need to distinguish between an EII with 

no children and an EII with one child that is a SII that is empty then we recommend they define the 

schema for the SII to be a quoted ǎǘǊƛƴƎ ŀƴŘ ŀǎǎƛƎƴ ǘƘŜ ǎŜƳŀƴǘƛŎǎ άŜƳǇǘȅ ǎǘǊƛƴƎέ ƛŦ ǘƘŜǊŜ ƛǎ ƴƻ ŎƻƴǘŜƴǘ 

between the quotes. 

4 Syntax for representing a Web3S Infoset Instance 

4.1 Why not make this into a real serialization? 
5ƻŜǎƴΩǘ ǘƘŜ ǿƻǊƭŘ ƘŀǾŜ ŜƴƻǳƎƘ ǎŜǊƛŀƭƛȊŀǘƛƻƴǎ ŀƭǊŜŀŘȅΚ /ŀƴ ǿŜ ǊŜŀƭƭȅ Ƨǳǎtify requiring yet another parser? 

Would we not be substantially better off just re-using existing parsers? 



4.2 If you don’t want to introduce yet another serialization then why use this 

one for examples? 
Because we need a way to specify and give examples of rules applied directly against the infoset itself 

and not against any particular serialization. So the rules around how to update an EII for example are the 

same no matter what serialization is used. 

5 Addressing Web3S Information Items in HTTP 

5.1 Why is it important that we use “/” to delimit elements, why not just have 

a single query after the “?” 
RFC 3986 explicitly defines the path segment of a URI as hierarchical (section 3.3) and the query 

ǎŜƎƳŜƴǘ όŜΦƎΦ ǘƘŜ ǇŀǊǘ ŀŦǘŜǊ ǘƘŜ άΚέύ ŀǎ ƴƻƴ-hierarchical (section 3.4). So the plain text of the RFC would 

require that we place the hierarchical addressing of Web3S EIIs in the hierarchical part of the URI. 

 

Also if we placed the address of the EII into the query string then we would lose the ability to use 

relative URIs. Section 4.2 of RFC 3986 explicitly forbids apply relative URI logic to the query parts of a 

URI.  

5.2 Why do you use () for IDs? Why not [] or {}? 
The generic syntax for URIs is defined in RFC 3986. The path part of a URI is based on the pchar 

production and ƴŜŀǊ ŀǎ L Ŏŀƴ ǘŜƭƭ άώά ŀƴŘ άϐέ ŀǊŜ ŜȄǇƭƛŎƛǘƭȅ ƛƭƭŜƎŀƭ ƛƴ ŀ ǇŎƘŀǊ όŀƭǘƘƻǳƎƘ ǘƘŜȅ Ŏŀƴ ŀǇǇŜŀǊ 

ŜƭǎŜǿƘŜǊŜύ ŀƴŘ άϑά ŀƴŘ άϒέ ŀǊŜ ƴƻǘ ŀƭƭƻǿŜŘ ǘƻ ŀǇǇŜŀǊ ŀƴȅǿƘŜǊŜ ƛƴ ŀ ¦w[ ǿƛǘƘƻǳǘ ¦w[ 9ƴŎƻŘƛƴƎΦ ²Ŝ ŦŜƭǘ 

that requiring URL encoding for the ID wrapper would make the wrapper much less readable so we went 

with parenthesis. 

5.3 Why not use a single separator character and not a wrapper for the ID? 
Instead of say com.example.foo(123) we could have com.example.foo:123. The real answer is that when 

we were thinking about the path addressing we were mostly thinking of XPATH style semantics so our 

ƻǊƛƎƛƴŀƭ ǎǇŜŎ ŀŎǘǳŀƭƭȅ ǳǎŜŘ ōǊŀŎƪŜǘǎ ōǳǘ ǿƘŜƴ ǿŜ ŘƛǎŎƻǾŜǊŜŘ ǘƘŀǘ ōǊŀŎƪŜǘǎ ǿŜǊŜƴΩǘ ŀƭƭƻǿŜŘ ǿŜ ƘŀŘ ǘƻ 

ǎǿƛǘŎƘ ǘƻ ǇŀǊŜƴǘƘŜǎƛǎΦ .ǳǘ ƻǾŜǊŀƭƭ ǘƘŜ ǇŀǊŜƴǘƘŜǎƛǎ ǎŜŜƳ ǘƻ Řƻ ŀ ōŜǘǘŜǊ Ƨƻō ƻŦ ΨŎŀƭƭƛƴƎ ƻǳǘΩ ǘƘŜ L5 ŀǎ ōŜƛƴƎ 

a special part of the segment name than a colon does. But this is obviously a subjective call. 

5.4 Why aren’t SIIs URL addressable? 
The only benefit we can see to making SIIs URL addressable is that deleting a SII would be cleaner. Right 

now one has to PUT to the parent EII with no content as a way to delete a SII. If SIIs were URL 

addressable then it would be possible to issue a DELETE method against the SII directly. So the extra 

work of specifying a URL for the SII, just to cover this onŜ ŎŀǎŜΣ ŘƛŘƴΩǘ ǎŜŜƳ ǘƻ ōŜ ǊŜŀƭƭȅ ǿƻǊǘƘǿƘƛƭŜΦ 

 

However if we decide to allow EIIs to have a single SII sibling then we will most likely need to be able to 

address SIIs directly. One would imagine us using a reserved value for this. For example: 



com.example.foo(123)/SII(). !ǎ ƭƻƴƎ ŀǎ ǿŜ ǳǎŜ ǎƻƳŜ ŎƘŀǊŀŎǘŜǊ ǘƘŀǘ ŎŀƴΩǘ ŀǇǇŜŀǊ ƛƴ ŀ ŘƻƳŀƛƴ ƴŀƳŜ ǿŜ 

will avoid collisions with EIIs. 

5.5 Why isn’t the whole server required to be a Web3S server? 
This would have some potentially interesting consequences. For example, if the whole server is a Web3S 

server then the root of the server path would have to be a Web3S resource (e.g. 

ƘǘǘǇΥκκŦƻƻōŀǊΦŜȄŀƳǇƭŜΦŎƻƳκ ǿƘŜǊŜ ǘƘŜ ƭŀǎǘ άκέ ƛǎ ǘƘŜ ǊƻƻǘύΦ .ǳǘ ƛŦ ǘƘŜ Ǌƻƻǘ ƛǎ ŀ ²Ŝōо{ ǊŜǎƻǳǊŎŜǎ ŀƴŘ 

since all children in the URL namespace of a Web3S resource must themselves be Web3S resources this 

would mean that the entire server constituted a single Web3S resource. In cases where resources 

represent disparate processes that do not need or want to communicate with each other this level of 

unification would be neither desirable nor practical. 

 

Besides, the root EII of a Web3S resource has a name and that name is required to be in the path so it 

ƛǎƴΩǘ ǇƻǎǎƛōƭŜ ǘƻ ƘŀǾŜ ŀ Ǌƻƻǘ ƴŀƳŜŘ άκέΦ ¢ƘŜǊŜŦƻǊŜΣ ōȅ ŎƻƴǎŜǉǳŜƴŎŜ ƻŦ ǎȅƴǘŀȄΣ ǘƘŜ Ǌƻƻǘ ƻŦ ŀ I¢¢t ¦w[ 

can never be a Web3S resource. 

 

{ƻ ŎƻƳōƛƴƛƴƎ ǘƘŜ άκέ ǇǊƻōƭŜƳ ǿƛǘƘ ǘƘŜ άƘǳƎŜ ǊŜǎƻǳǊŎŜέ ǇǊƻōƭŜƳ ŀǘ ŀ ƳƛƴƛƳǳƳ ƻƴŜ ǿƛƭƭ ƴƻǘ ǿŀƴǘ ǘƻ 

mandate that the root of the path be a Web3S resource. This means then that there is at least one step 

ƛƴ ǘƘŜ ǇŀǘƘ ǘƘŀǘ ƛǎƴΩǘ ŀ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ŀƴŘ ƛŦ ǘƘŜǊŜ ƛǎ ƻƴŜ ǎǘŜǇ ǘƘŜƴ ƛǘΩǎ Ƨǳǎǘ ŀǎ Ŝŀǎȅ ǘƻ ŀƭƭƻǿ ŦƻǊ Ƴŀƴȅ 

ǎǘŜǇǎ ƛƴ ǘƘŜ ǇŀǘƘΦ {ƻ ǿŜ ŘŜŎƛŘŜŘ ǘƻ ŜǊǊ ƻƴ ǘƘŜ ǎƛŘŜ ƻŦ ŦƭŜȄƛōƛƭƛǘȅ ǎƛƴŎŜ ƛǘ ŘƻŜǎƴΩǘ Ǉǳǘ ŀ ǎǳōǎǘŀƴǘƛŀƭ 

implementation burden on the clients. 

 

.ŜǎƛŘŜǎΣ ƛǘΩǎ ƎŜƴŜǊŀƭ ōŀŘ ǇǊŀŎǘƛŎŜ ǘƻ ǎǇecify requirements that are going to be ignored. Folks will place 

their Web3S resources where they want no matter what the spec says. 

5.6 Is it legal to mix Web3S and non-Web3S resources? 
Strictly speaking, yes. There is no requirement that all the children in the HTTP URL segment space of a 

Web3S resource be Web3S resources. So in theory http://example.com/com.foo.bar could be a Web3S 

resource and http://example.com/com.foo.bar/blah could not be a Web3S resource. Of course if 

someone retrieved http://example.com/com.foo.bar the Web3S infoset serialization would not make 

any mention of blah.  

 

Still, the fact that Web3S resoǳǊŎŜǎ Ŏŀƴ ƘŀǾŜ ŎƘƛƭŘǊŜƴ ǘƘŀǘ ŀǊŜƴΩǘ ²Ŝōо{ ǊŜǎƻǳǊŎŜǎ Ŏŀƴ ƭŜŀŘ ǘƻ 

confusion. For example, what if one has http://example.com/com.foo.bar/com.foo.blah. A reader of this 

¦w[ ǿƻǳƭŘƴΩǘ ōŜ ƻǳǘ ƻŦ ǇƭŀŎŜ ŀǎǎuming that com.foo.blah is a Web3S resource. But there is no law that 

says that non-²Ŝōо{ ǊŜǎƻǳǊŎŜǎ ŎŀƴΩǘ ƘŀǾŜ ƴŀƳŜǎ ǘƘŀǘ ƭƻƻƪ ƭƛƪŜ ²Ŝōо{ ǊŜǎƻǳǊŎŜǎΦ {ƻ ƛƴ ǇǊŀŎǘƛŎŜ ǘƘŜ ƻƴƭȅ 

way that a caller can figure out what are the URLs for ƘǘǘǇΥκκŜȄŀƳǇƭŜΦŎƻƳκŎƻƳΦŦƻƻΦōŀǊΩǎ children is first 

to do a GET on http://example.com/com.foo.bar and see what values come back. In other words, just 

because you happen to know that a particulaǊ ¦w[ ƛǎ ŀ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ȅƻǳ ŎŀƴΩǘ ŀǎǎǳƳŜ ǘƘŀǘ ŀƴȅ ¦w[ǎ 

ȅƻǳ ǎŜŜ ǘƘŀǘ ƘŀǾŜ ǘƘŀǘ ǇǊŜǾƛƻǳǎ ¦w[ ŀǎ ǘƘŜ ōŀǎŜ ŀƴŘ ΨƭƻƻƪΩ ²Ŝōо{ ƭƛƪŜ ŀǊŜ ƴŜŎŜǎǎŀǊȅ ²Ŝōо{ ǊŜǎƻǳǊŎŜǎΦ 

http://example.com/com.foo.bar
http://example.com/com.foo.bar/blah
http://example.com/com.foo.bar
http://example.com/com.foo.bar/com.foo.blah
http://example.com/com.foo.bar's
http://example.com/com.foo.bar


5.7 Why all the long names, how come you don’t use namespaces or 

something in the URL to shorten the length of the URL? 
We want to be able to pass pointers to resources to non-Web3S systems and for those non-Web3S 

systems to be able to figure out if two URLs point to the same resource. If we use namespaces or 

compression then comparison by outside systems may become impossible. E.g. how would any system 

ǘƘŀǘ ƛǎƴΩǘ ŀ ²Ŝōо{ ǎȅǎǘŜƳ ŦƛƎǳǊŜ ƻǳǘ ǘƘŀǘΥ 

 

http://example.com/yack/a:bar/a:blah(3)/b:blah?ns:a=com.example&ns:b=c

om.example.ick  

 

and 

 

http://example.com/yack/ex:bar/ex:blah(3)/ick:blah?ns:ick=com.example.

ci k&ns:ex=com.example  

 

are the same URI pointing to exactly the same resource? 

 

Furthermore, given the experience with namespaces in XML, it would seem reasonable to expect that 

many systems will never properly implement something like the previous and instead will just hardcode 

ǎǇŜŎƛŦƛŎ ǇǊŜŦƛȄŜǎ ŀƴŘ Ŧŀƛƭ ƛŦ ǘƘƻǎŜ ǇǊŜŦƛȄŜǎ ŀǊŜƴΩǘ ǳǎŜŘΦ ¢Ƙƛǎ ǿƛƭƭ ōŜŎƻƳŜ ŀƴ ƛƴǘŜǊƻǇŜǊŀōƛƭƛǘȅ ƴƛƎƘǘƳŀǊŜ ŀǎ 

each client (and server) has to figure out what namespaces the server (or client) they are talking to has 

hardcoded. 

 

An alternative approach would be to not use prefixes but instead use a compression scheme. In other 

words: 

 

http://example.com/yack/com.example.bar/com.example.blah(3)/com.example.ick.blah 

 

would turn into: 

 

http://example.com/yack/com.example.bar/blah(3)/ick.blah 

 

LŦ ǿŜ ƘŀǾŜ ǊǳƭŜǎ ǘƘŀǘ ǎŀȅ άƛŦ ǎŜƎƳŜƴǘ b ǎƘŀǊŜǎ ŀ ǎǳōǎǘǊƛƴƎ ǘƘŀǘ ŜƴŘǎ ƛƴ ŀ ǇŜǊƛƻŘ ǿƛǘƘ ǎŜƎƳŜƴǘ b-1 then 

ǊŜƳƻǾŜ ǘƘŀǘ ǎǳōǎǘǊƛƴƎ ŦǊƻƳ ǎŜƎƳŜƴǘ bέΦ ¢Ƙƛǎ ǊǳƭŜ ƛǎ ƘƻƳƻƳƻǊǇƘƛŎΣ ŦƻǊ ŀƴȅ ƎƛǾŜƴ ΨŦǳƭƭȅ ǉǳŀƭƛŦƛŜŘ ¦w[Ω 

(e.g. without the compression trick) there is exactly one compressed URL that will match. 

 

But then we have to ask ς Řƻ ǿŜ ǿŀƴǘ ǘƻ ƳŀƴŘŀǘŜ ǘƘƛǎ ōŜƘŀǾƛƻǊΚ LŦ ƴƻǘ ǘƘŜƴ ƛǘΩǎ ǎǘƛƭƭ ǇƻǎǎƛōƭŜ ŦƻǊ ǘƘŜ 

same Web3S resource to have two different URLs. The compressed and uncompressed version. 

 

Also, is requiring that every Web3S processor in the world has to write code to detect this situation 

really worth dealing with? Is the compression valuable enough to put this code burden on the whole 



planet? It means every client and server would have to be able to read the compressed form. This seems 

like a big stumbling block. 

6 Web3S Content Types 

6.1 Common Requirements for all MIME types 

6.2 Application/Web3S+XML Mime Type 

6.2.1 Why do we need an Application/Web3S+xml MIME type, why not just 

use application/xml? 

The purpose of MIME types is to identify what processor is needed to properly understand a particular 

piece of content. In the case of Web3S our use of XML does have some additional semantics around 

things such as the ID element and the ignore rule as well as a number of restrictions such as no use of 

DTDs. 

 

So under ideal circumstances one wants a dedicated Web3S processor to handle the content, not a 

generic XML processor. To make that happen we have to tell the MIME resolution software that it needs 

to prefer the use of a Web3S processor rather than an XML processor. To do that we need a new MIME 

type. 

 

However the Web3S XML serialization is XML and can be successfully (if not fully) processed by a XML 

processor. In many cases if there is no Web3S processor available handing the content to a XML 

processor is a good idea. Therefore we want to make it clear that the content is XML. This is where the 

άҌȄƳƭέ ŜȄǘŜƴǎƛƻƴ ŎƻƳŜǎ ŦǊƻƳΦ Lǘ Ŧƻƭƭƻǿǎ ǘƘŜ wC/ олно ƳŜŎƘŀƴƛǎƳ όҌ ȄƳƭύ ǘƻ ƛƴŘƛŎŀǘŜ ǿƘŜƴ ŀ aLa9 ǘȅǇŜ 

can fallback to a XML processor if the primary processor type is not available. 

6.2.2 Since PIIs are specifically for application processing and as we don’t 

support them in Web3S why allow them in the XML file at all? 

Mainly because the XML version declaration in a XML file is itself a PII. So if we ban PIIs then we ban the 

ability to specify what version of XML is being used. We could get slightly fancier and specify that the 

only legal PII is one that is a child of the document information item that contains the XML version PII 

but we decided not to be so fancy. Perhaps we should? 

6.2.3 Why do we ban things like DTDs? 

²Ŝ ǘǊȅ ǘƻ ōŀƴ ǘƘƛƴƎǎ ǘƘŀǘ ǿŜ ǘƘƛƴƪ ǿƛƭƭ ƴƻǘ ΨōŜƘŀǾŜΩ ǿŜƭƭ ǿƛǘƘ ǘƘŜ ǿŜō ƛƴ ƎŜƴŜǊŀƭ ƻǊ ²Ŝōо{ ƛƴ ǇŀǊǘƛŎǳƭŀǊΦ 

DTDs, for example, have a number of issues. One, DTDs are too limited in general to provide meaningful 

schema definitions so a Web3S processor will always need more sophisticated schema logic, typically 

¢ǳǊƛƴƎ ŎƻƳǇƭŜǘŜ ƭƻƎƛŎΦ ¢Ƙƛǎ ŘƻŜǎƴΩǘ ƳŜŀƴ ǘƘŀǘ ǎŎƘŜƳŀ ǇǊƻŎŜǎǎƛƴƎ ƭŀƴƎǳŀƎŜǎ ƴŜŜŘ ǘƻ ōŜ ¢ǳǊƛƴƎ ŎƻƳǇƭŜǘŜ 

but it does mean that requiring that a DTD sent with a message be enforced in addition to normal 



schema processing is wasteful. There are also security issues with DTDs since they can require 

information outside of the message to process. So we decided to just ban them. 

6.2.4 Why don’t you just use xml:id for element IDs instead of introducing a 

new web3s:id element? 

As defined in http://www.w3.org/TR/xml-id/Σ ǘƘŜ ·a[ΥL5 ǾŀƭǳŜ ƛǎ ǊŜǉǳƛǊŜŘ ǘƻ ōŜ άΧunique within the 

XML documentέΦ Lƴ ƻǘƘŜǊ ǿƻǊŘǎΣ ƛŦ ǿŜ used XML:ID then in practice all IDs for all Web3S elements would 

have to be unique at least within the scope of the root EII. 

 

But, as explained in the design rationale section of the Web3S infoset definition, we have explicitly 

chosen not to require IDs with uniqueness across the local scope. 

 

Therefore we cannot use xml:ID. 

6.2.5 What about xml:lang? Can that be used? 

A flaw in the Web3S infoset design is that we do not specify how to define what language a string is 

defined in. Unfortunately due to issues such as Han Unification it is necessary in order to properly 

handle a string to know what language it came from. When we do tackle this problem one would hope 

we could leverage existing work on xml:lang and specify its use in Application/Web3S+XML. 

6.3 Application/Web3S+XML with Merge Semantics 

6.3.1 Shouldn’t you have an Application/Web3SMerge+XML Content Type? 

The Application/Web3S+XML content type is used to define a Web3S infoset. Even in the merge case 

that is what Application/Web3S+XML is used for. What changes in the merge case is what is done with 

that infoset not what it defines. Think of the difference between PUTing an image and GETting an image. 

In both cases the image is the same, what changes is the semantics associated with it. In the PUT case 

the image is intended to update whatever was at the server where as in the second case the image 

represents what was stored on the server. But the image is still an image. So it is with 

Application/Web3S+XML. In all cases it represents a Web3S infoset. LǘΩǎ Ƨǳǎǘ ǘƘŜ ǎŜƳŀƴǘƛŎǎ ǘƘŀǘ ŎƘŀƴƎŜΦ 

6.4 Application/Web3SDelta+XML Mime Type 

6.4.1 Why do we need a separate MIME type for 

Application/Web3SDelta+xml? 

.ŜŎŀǳǎŜ ƛǘΩǎ syntax and semantics are fundamentally different than application/Web3S+xml. Web3s+xml 

represents an infoset. Web3SDelta+xml represents a set of instructions on how to update an infoset. 

Web3SDelta+xml also includes an annotation command (delete) with mandatory semantics that are 

required to be enforced by the processor. This annotation command would be ignored by an 

application/Web3S+xml processor. So a new MIME type was needed. 

http://www.w3.org/TR/xml-id/


6.5 Application/Web3SDefPage+XML Mime Type 

6.5.1 Why can’t part of the content be returned along with the 

DeferredContent annotation command? 

Because it leads to bad habits. For example, some server implementing some schema will always return 

ŀ ŎƻƴǎƛǎǘŜƴǘ ǎŜǘ ƻŦ ΨǇŀǊǘƛŀƭ ǊŜǎǳƭǘǎΩΦ /ƭƛŜƴǘǎ ǿƛƭƭ ƎŜǘ ǳǎŜŘ ǘƻ ƎŜǘǘƛƴƎ ǘƘƻǎŜ ǇŀǊǘƛŀƭ ǊŜǎǳƭǘǎΦ .ǳǘ ƛf those 

clients get used with a different server that implements the same schema but returns different partial 

results then all hell breaks loose. This kind of scenario is unfortunately depressingly common. 

 

It also leads to plain screw ups. One can trivially imagine a server programmer getting lazy and deciding 

to write a process that generates a response skeleton filled with DeferredContent annotation 

commands but then lets the process run for a set time and retrieve and fill in as much data as it can in 

ǘƘŀǘ ǘƛƳŜΦ ¢Ƙƛǎ ƭŜŀǾŜǎ ǘƘŜ ŎƭƛŜƴǘǎ ƛƴ ŀ ǉǳŀƴŘŀǊȅΦ !  ǊŜǎǇƻƴǎŜ ǘƘŜȅ Ǝƻǘ ΨƭƻƻƪǎΩ ŎƻƳǇƭŜǘŜ ōǳǘ ƛǎ ƛǘ ǊŜŀƭƭȅΚ 

How can they know? Do we now mandate that when DeferredContent is used at least something in the 

infoset has to be missing? 

 

Of course paging leads to all of these bad behaviors so the arguments made above do feel rather weak. 

One is again forced to wonder if we should just get rid of DeferredContent in favor of paging. 

6.5.2 Shouldn’t we help the client programmer by returning the location URL 

in the DeferredContent annotation command? 

One of the basic rules of good protocol design is never repeat information. There is never a situation 

where the URL needed to get the deferred coƴǘŜƴǘ ƛǎƴΩǘ Ŧǳƭƭȅ ŘƛǎŎŜǊƴŀōƭŜ Ŧrom the response body. 

Therefore including the actual URL is redundant information and redundant information is just a good 

opportunity to introduce bugs. 

6.5.3 Why don’t you use the range header for paging? 

One could imagine us returning an annotation command that gave some range the caller could use to 

make subsequent calls using the HTTP range header. There are, however, a few practical problems with 

this approach. 

 

First, the extension syntax for the range header was never well defined in RFC 2616. This has led to 

confusion in the implementation community where some implementations actually mandate that 

ranges must be integers. This means that if a server wants to use some kind of session token they will 

have to map it into a number which will cause a significant size increase. HTTP headers are not infinitely 

sized in practice so the size of these sessions IDs could become prohibitively large. 

 

{ŜŎƻƴŘΣ ǘƘŜǊŜ ƛǎ ŀƴ ƛƳǇƭƛŎƛǘ ŀǎǎǳƳǇǘƛƻƴ ƛƴ ǘƘŜ ǊŀƴƎŜ ƘŜŀŘŜǊΩǎ ƴŀƳŜ ǘƘŀǘ ƛǘ ƛǎ ǘƻ ōŜ ǳǎŜŘ ŦƻǊ ΨǊŀƴƎŜǎΩΦ .ǳǘ 

in our case we are looking at individual pages, not ranges. In fact, in many cases we would explicitly not 

want to support ranges because this would require returning multiple pages at once. So the actual 



ŜȄǘŜƴǎƛƻƴ ǎȅƴǘŀȄ ǿƻǳƭŘ Ƴƻǎǘ ƭƛƪŜƭȅ ƛƴǾƻƭǾŜ ƻƴƭȅ ōŜƛƴƎ ŀōƭŜ ǘƻ ǎǇŜŎƛŦȅ ŀ ǎƛƴƎƭŜ ǇŀƎŜ ƴǳƳōŜǊΣ ǿƘƛŎƘ ƛǎƴΩǘ 

exactly a range at all. 

 

Third, if we used the range header we would have to deal with some fairly scary issues on the semantics 

of methods other than GET. Although the range header is explicitly defined for use on all methods there 

is still a lot of arguing going on about what that means in practice. 

 

So all in all we decided to just stay away from the range header. 

6.5.4 Doesn’t returning a URL as the body of the PagingContent XML element 

mean that it will never be possible to extend the PagingContent XML 

element in the future? 

No. PagingContent is defined in XML, not in Web3S. Therefore PagingContent is not held to the Web3S 

infoset model. This mean, amongst other things, that PagingContent can hold mixed content. The only 

thing Web3S defines that affects PagingContent is requirement 3SAFK. This requires that if extension 

elements are placed in PagingContent then, if not recognized, they must be ignored. 

6.5.5 Why doesn’t paging return information about how many pages are 

available and how to randomly access a page? 

One could imagine paging results returning ŀ ǎǘŀƴŘŀǊŘ ¦w[ ŦƻǊƳŀǘ ǿƘŜǊŜ ǿŜ ǎŀȅ άǘŀƪŜ ǘƘŜ ōŀǎŜ ¦w[ ŦƻǊ 

paging and append to the end a ? with the integer for the page you want, btw, there are X pages 

ŀǾŀƛƭŀōƭŜΦέ 

 

There are a couple of problems with this approach. FirsǘΣ ƛƴ ƳƻǊŜ ǘƘŀƴ ŀ ŦŜǿ ŎŀǎŜǎΣ ǘƘŜ ǎŜǊǾŜǊ ŘƻŜǎƴΩǘ 

know how many pages are actually available. The cost of calculating that value is too high so the server 

ŘƻŜǎƴΩǘ ǘǊȅ ǘƻ ŦƛƴŘ ƻǳǘΦ 

 

Second, especially in the case of search results, the server may not necessarily be able to page randomly 

between results. This is especially the case when the underlying data may change between page 

requests. 

 

bƻƴŜ ƻŦ ǿƘƛŎƘ ƛǎ ǘƻ ŀǊƎǳŜ ǘƘŀǘ ǿŜ ŎƻǳƭŘƴΩǘ ŜǾŜƴǘǳŀƭƭȅ ŀŘŘ ŀƴ ŜȄǘŜƴǎƛƻƴ ǘƻ ǎǳǇǇƻǊǘ ǊŜǘǳǊƴƛƴƎ ƛƴŦƻǊƳŀǘƛƻƴ 

about how many pages are available and how to randomly access the pages. If it looks like that is 

compelling feature then we can obviously extend Web3S to provide it. 

6.5.6 Isn’t there a possible loop condition with paging where the URL the 

paging element points to only return a paging element? 

Yes, this is theoretically possible. One could get a PagingContent XML element that contains a URL 

whose response is the parent element of the PagingContent XML element and a single child, another 

PagingContent XML element. This would potentially lead to a loop. 

 



Paged results explicitly allow one to return results that have been previously returned. So if at least one 

result has to be returned nothing stops that result from being the same result that was previously 

returned.  

 

One can argue ǘƘŀǘ ǿŜ ŎƻǳƭŘ Ǉǳǘ ƛƴ ǎƻƳŜ ƪƛƴŘ ƻŦ ǳǇǇŜǊ ƭƛƳƛǘ ƻŦ ǊŜǇŜŀǘŜŘ ŜƭŜƳŜƴǘǎ ōǳǘ ǘƘŀǘ ƛǎƴΩǘ Ŝŀǎȅ ǘƻ 

write in a meaningful way. Is the same result allowed to be returned once? Twice? 10 times? What 

about combinations of results? If the first page returned 10 results and subsequent pages return some 

random subset of 2 of those results when has the behavior become illegal? 

 

Lƴ ǘƘŜ ŎŀǎŜ ƻŦ ŘŜŦŜǊǊŜŘ ŎƻƴǘŜƴǘ ǘƘŜǊŜ ǿŀǎ ŀ ƴŀǘǳǊŀƭ ǎƻƭǳǘƛƻƴ ǘƻ ƭƻƻǇƛƴƎΣ ŘƻƴΩǘ ŀƭƭƻǿ ŀ Ǌƻƻǘ ǘƻ Ŏƻƴǘŀƛƴ 

deferred content. But no equivalent natural ΨƭƛƴŜΩ ǎŜŜƳǎ ǘƻ ŜȄƛǎǘ ǿƛǘƘ ǇŀƎƛƴƎΦ 

6.5.7 Since you can clearly use paging to do anything deferred content can do 

why support both features? 

The original motivation for the features was different. 

 

Deferred content was meant to deal with the case where a Web3S infoset is very deep and the server 

only wants to return the children but not the rest of the progeny. 

 

Paging was intended to deal with two different use cases.  

 

¢ƘŜ ŦƛǊǎǘ ǳǎŜ ŎŀǎŜ ǿŀǎ ΨǘƘŜ ǊŜŀƭƭȅ ōƛƎ ŘƛǊŜŎǘƻǊȅΩΦ ¢Ƙŀǘ ƛǎΣ ŀ ²Ŝōо{ ƛƴŦƻǎŜǘ ǘƘŀǘ Ŏƻƴǘŀƛƴǎ ŀƴ enormous 

ƴǳƳōŜǊ ƻŦ ŜƴǘǊƛŜǎΦ ¢ƘŜ ƴǳƳōŜǊ ƻŦ ŜƴǘǊƛŜǎ ŀǊŜ ǎƻ ƭŀǊƎŜ ǘƘŀǘ ǘƘŜ ǎŜǊǾŜǊ ŘƻŜǎƴΩǘ ǿŀƴǘ ǘƻ ǘƛŜ ǳǇ ōŀƴŘǿƛŘǘƘ 

and disk space retrieving them all at once. The server would rather force the requestor to break up the 

request into chunks so as to be able to provide network/cpu/disk access to other requesters in a manner 

ǘƘŀǘ ŘƻŜǎƴΩǘ ǊŜǉǳƛǊŜ ǘƘŜ ǎŜǊǾŜǊ ǘƻ Ƴŀƛƴǘŀƛƴ ǎǘŀǘŜΦ {ƻ ǘƘŜ ƛŘŜŀ ǿŀǎ ǘƘŀǘ ǘƘŜ ǎŜǊǾŜǊ ŎƻǳƭŘ ǊŜǘǳǊƴ ǎƻƳŜ 

subset of the results and then generate a paging URL that encodes what next subset to return. 

 

One of the consequences of this approach is that there is no promise of consistency. That is, if between 

the initial request that returned a page and a subsequent request for the next page changes were made 

to the underlying infoset then those changes would be reflected in the paged results. In other words, 

the pages are not generated on an isolated data set. 

 

The second use case was dynamically generated results. In order to save CPU, disk, bandwidth, etc. the 

server only wants to return a subset of the results and then give the requester a way to get the rest. But 

again, the results may not be consistent. 

 

{ƻ ǘƘŜ ƛŘŜŀ ǿŀǎ ǘƘŀǘ ŘŜŦŜǊǊŜŘ ŎƻƴǘŜƴǘ ǿƻǳƭŘ ōŜ ǾŜǊȅ ǎƛƳǇƭŜΦ Lǘ ǿƻǳƭŘƴΩǘ ƛƴǾƻƭǾŜ ŀƴȅ ƻŦ ǘƘŜ ŘȅƴŀƳƛŎ 

issues, consistency issues, etc. Instead it woulŘ ōŜ ŀ ǾŜǊȅ Ŝŀǎȅ ǘƻ ƛƳǇƭŜƳŜƴǘ ŦƭŀƎ ǘƘŀǘ ǎŀȅǎ ά5ƻ ŀ D9¢ ƻƴ 

Ƴȅ ǇŀǊŜƴǘ ǘƻ ƎŜǘ ƛǘǎ ŎƘƛƭŘǊŜƴΩǎ ǾŀƭǳŜǎΦέ tŀƎŜŘ ŎƻƴǘŜƴǘ ƻƴ ǘƘŜ ƻǘƘŜǊ ƘŀƴŘ ǿƻǳƭŘ ōŜ ƳƻǊŜ ǎƻǇƘƛǎǘƛŎŀǘŜŘΦ Lǘ 

would allow for dynamic results, inconsistent results, overlapping results, etc. 



 

But in fact we could collapse both into one. We could get rid of deferred results all together and just 

support paging. If the URL in the paging element contains the same path as the current resource then 

ǘƘŜ ŎŀƭƭŜǊ ƪƴƻǿǎ ǘƘŀǘ ǘƘƛǎ ƛǎ ŀ ΨŘŜŦŜǊǊŜŘ ŎƻƴǘŜƴǘΩ ǎƛǘǳŀǘƛƻƴ ŀnd none of the inconsistency or other issues 

apply. The caller also knows that the URL is a Web3S URL, something that is not usually guaranteed with 

paging. The costs of this simplification seem to be twofold: 

 

#1 ς Writing a client is slightly more complex since one now needs to check the actual URL in the paging 

ǊŜǎǳƭǘ ǘƻ ǎŜŜ ƛŦ ƛǘ ƛǎ ǘƘŜ ǎŀƳŜ ōŀǎŜ ¦w[ ŀǎ ǘƘŜ ŎǳǊǊŜƴǘ ǊŜǎƻǳǊŎŜΦ ²ƛǘƘƻǳǘ ǘƘŀǘ ŎƘŜŎƪ ǘƘŜ ŎƭƛŜƴǘ ŘƻŜǎƴΩǘ 

know if the URL is a web3s URL or not (at least not without an OPTIONS round trip). Although we could 

mitigate this damage by marking if the URL is Web3S. 

#2 ς In the case of deferred content the size of the resource would get larger as each and every paging 

element would contain a URL. 

 

!ƴŘ ōŜŦƻǊŜ ǎƻƳŜƻƴŜ ŀǎƪǎΣ ƴƻΣ ǿŜ ǇǊƻōŀōƭȅ ǿƻƴΩǘ Ƨǳǎǘ ǎǳǇǇƻǊǘ relative URLs. Relative URL processing is a 

black art that is all but guaranteed to cause confusion so we try to stay away from it. 

7 Web3S Resources & HTTP Methods 

7.1 Common Requirements For All Web3S Methods 

7.1.1 What, no COPY/MOVE? 

{ƻ ŦŀǊ ǿŜ ŘƻƴΩǘ ƘŀǾŜ ǎŎŜƴŀǊƛƻǎ that would really benefit from COPY/MOVE. If we run into any we will 

reconsider supporting those methods. 

7.1.2 Well Formed Request-URI Requirement 

7.1.3 Optimistic Concurrency 

7.1.3.1 Why use etags, why not just used Dates with if-modified -since and if-unmodified -

since? 

Because HTTP dates are only accurate to the second which is too low a resolution given the speed of 

modern data processing systems. So the possibility of a race condition where two changes are made to 

the same resource in the same second is just too high. 

7.1.3.2 Why use strong etags? 

{ŜŎǘƛƻƴ моΦоΦо ƻŦ wC/ нсмс ǎŀȅǎ ά/ƭƛŜƴǘǎ a!¸ ƛǎǎǳŜ ǎƛƳǇƭŜ όƴƻƴ-subrange) GET requests with either 

ǿŜŀƪ ǾŀƭƛŘŀǘƻǊǎ ƻǊ ǎǘǊƻƴƎ ǾŀƭƛŘŀǘƻǊǎΦ /ƭƛŜƴǘǎ a¦{¢ bh¢ ǳǎŜ ǿŜŀƪ ǾŀƭƛŘŀǘƻǊǎ ƛƴ ƻǘƘŜǊ ŦƻǊƳǎ ƻŦ ǊŜǉǳŜǎǘΦέ 

Lƴ ƻǘƘŜǊ ǿƻǊŘǎΣ ƛǘΩǎ ƛƭƭŜƎŀƭ ǘƻ ǎubmit weak etags on any method but GET. 



7.1.3.3 7ÁÉÔȟ ÄÏÎȭÔ ×Å ÎÅÅÄ ÔÈÅ ÁÂÉÌÉÔÙ ÔÏ ÒÅÔÕÒÎ ÅÔÁÇ ÄÁÔÁ ×ÉÔÈÉÎ ÒÅÓÐÏÎÓÅÓȩ 

Yes, we do. With the current system an etag can only be returned at the level of the resource that the 

method was applied against. But this can cause inefficiencies. 

 

For example, imagine the following Web3S infoset with the addition of an etag property in brackets that 

uniquely identifies the state of the resource and its children. 

 

com.example.foo[XYZ]  

   com.example.bar[ABC]  

      ñvalueò 

   com. example.blah[DEF]  

 

The semantics are that the complete state of foo are identified by the etag XYZ, e.g. the presence of bar 

ŀƴŘ ōƭŀƘ ŀƭƻƴƎ ǿƛǘƘ ǘƘŜ {LL άǾŀƭǳŜέ ǳƴŘŜǊ ōŀǊΦ ¢ƘŜ ǎǘŀǘŜ ƻŦ ōŀǊ ƛǎ ƛŘŜƴǘƛŦƛŜŘ ōȅ ǘƘŜ ŜǘŀƎ !./ ŀƴŘ ǘƘŀǘ ƻƴƭȅ 

identifies that bar has ŀ {LL ŎƘƛƭŘ άǾŀƭǳŜέΦ Cƛƴŀƭƭȅ ǘƘŜ ŜǘŀƎ 59C ƛŘŜƴǘƛŦƛŜǎ ǘƘŜ ǎǘŀǘŜ ƻŦ ōƭŀƘ ǿƘƛŎƘ Ƙŀǎ ƴƻ 

children. 

 

If requester A executes a GET request for foo then they will get back XYZ in the etag header. 

 

bƻǿ ƛƳŀƎƛƴŜ ǘƘŀǘ ǊŜǉǳŜǎǘŜǊ . ŎƻƳŜǎ ŀƭƻƴƎ ŀƴŘ ŀƭǘŜǊǎ ōŀǊΩǎ ǾŀƭǳŜΦ The resulting infoset would look like: 

 

com.example.foo[GHI]  

   com.example.bar[JKL]  

      ñanother valueò 

   com.example.blah[DEF]  

 

.ŜŎŀǳǎŜ ōŀǊΩǎ {LL ǾŀƭǳŜ ǿŀǎ ŎƘŀƴƎŜŘ ǘƘƛǎ ŎƘŀƴƎŜŘ ōŀǊΩǎ ŜǘŀƎ ǘƻ WY[ ŀƴŘ ōŜŎŀǳǎŜ ōŀǊ ƛǎ ŀ ŎƘƛƭŘ ƻŦ Ŧƻƻ ǘƘƛǎ 

ŎƘŀƴƎŜŘ ŦƻƻΩǎ Ŝǘŀg to GHI. 

 

bƻǿ ƛƳŀƎƛƴŜ ǘƘŀǘ ǊŜǉǳŜǎǘŜǊ ! ŎƻƳŜǎ ōŀŎƪ ŀƴŘ ǘƘŜȅ ǿŀƴǘ ǘƻ ¦t5!¢9 ōƭŀƘΩǎ ǾŀƭǳŜΦ {ƛƴŎŜ ǊŜǉǳŜǎǘŜǊ ! ƻƴƭȅ 

got back the XYZ etag in the HTTP response header the only etag A can put on its request is XYZ. 

 

LŦ ǘƘŜ ǎŜƳŀƴǘƛŎǎ ǊŜǉǳŜǎǘŜǊ ! ǿŀǎ ƭƻƻƪƛƴƎ ǿŀǎ άƻƴƭȅ ǳǇŘŀǘŜ ŎƻƳΦŜȄŀƳǇƭŜΦŦƻƻκŎƻƳΦŜȄŀƳǇƭŜΦōƭŀƘ ƛŦ 

ŎƻƳΦŜȄŀƳǇƭŜΦŦƻƻΩǎ ǎǘŀǘŜ ƛǎ ǘƘŜ ǎŀƳŜ ŀǎ ƛŘŜƴǘƛŦƛŜŘ ƛƴ ·¸½έ ǘƘŜƴ ǊŜǉǳŜǎǘŜǊ ! Ǝƻǘ ǿƘŀǘ ƛǘ ǿŀƴǘŜŘΦ 

 

.ǳǘ ƛŦ ǊŜǉǳŜǎǘŜǊ ! ŘƛŘƴΩǘ ŎŀǊŜ ŀōƻǳǘ ǘƘŜ Ǝƭƻōŀƭ ǎǘŀǘŜ ŀƴŘ ƻƴƭȅ ǿŀƴted to make sure that the blah EII in 

ǇŀǊǘƛŎǳƭŀǊ ƘŀŘƴΩǘ ŎƘŀƴƎŜŘ ǘƘŜƴ ǊŜǉǳŜǎǘŜǊ ! ƛǎ ƻǳǘ ƻŦ ƭǳŎƪΦ ¢ƘŜƛǊ ǊŜǉǳŜǎǘ ǿƛƭƭ Ŧŀƛƭ ōŜŎŀǳǎŜ ·¸½ ƛǎ ƛƴǾŀƭƛŘ 

and requester A will have to execut a GET directly on com.example.blah to get the DEF etag and then 

will have to do another UPDATE. In all requester A will be forced to make three method requests 

ōŜŎŀǳǎŜ ǘƘŜȅ ŘƛŘƴΩǘ ƘŀǇǇŜƴ ǘƻ ƘŀǾŜ ŀ ƎƻƻŘ ŜǘŀƎ ŦƻǊ ōƭŀƘΦ 

 

.ǳǘ ƛƳŀƎƛƴŜ ƛŦ ǊŜǉǳŜǎǘŜǊ !Ωǎ ƛƴƛǘƛŀƭ D9¢ ƻƴ ŎƻƳΦŜȄŀƳǇƭŜΦŦƻƻ ƘŀŘ ǊŜǘǳǊƴŜŘΥ 

 



HTTP/1.1 200 OK  

Etag: XYZ  

 

<foo xmlns=òWeb3SBase:com. exampleò xmlns:web3s=òWeb3S:ò> 

   <bar>  

      Value  

      <web3s:etag>ABC</web3s:etag>  

   </bar>  

   <blah>  

      <web3s:etag>DEF</web3s:etag>  

   </blah>  

</foo>  

 

With the etag data provided inline requester A could see that the etag for blah iǎ ά59Cέ ŀƴŘ ǳǎŜ ǘƘŀǘ 

value in its UPDATE to blah thus avoiding two extra round trips. 

 

bƻǘŜ ōǘǿ ǘƘŀǘ Ƨǳǎǘ ōŜŎŀǳǎŜ ƛǘ ƛǎ ǇƻǎǎƛōƭŜ ǘƻ ǇƭŀŎŜ ŀƴ ŜǘŀƎ ƻƴ ŜǾŜǊȅ ǾŀƭǳŜ ŘƻŜǎ ƴƻǘ ƳŜŀƴ ƛǘΩǎ ǊŜǉǳƛǊŜŘΦ CƻǊ 

ŜȄŀƳǇƭŜΣ ƛƳŀƎƛƴŜ ŀ ǎȅǎǘŜƳ ǘƘŀǘ ǊŜŎƻǊŘǎ ŎƻƴǘŀŎǘǎΦ Lǘ Ƙŀǎ ŀ άŎƘŀƴƎŜέ ƛƴŘƛŎŀǘƻǊ ŦƻǊ ǘƘŜ ŜƴǘƛǊŜ ǇƘƻƴŜ ōƻƻƪ 

as well as for individual contacts but not for data within contacts. It might return an infoset that looked 

like: 

 

com.example.contacts[abc]  

   com.example.contact(1)[def]  

      com.example.name  

         ñJoachim Se idler ò 

   com.example.contact(23)[ghi]  

      com.example.name  

         ñIvaylo Glavchovski ò 

 

In the previous infoset with the given etag granularity if either name EII is changed then the etag for 

both its parent contact EII and the root EII will change. So if a requester wanted to update 

com.example.contacts/com.example.contact(23)/com.example.name and only wanted to make sure 

ǘƘŀǘ ǘƘŜ ƴŀƳŜ ƘŀŘƴΩǘ ŎƘŀƴƎŜŘ ǎƛƴŎŜ ǘƘŜȅ ƘŀŘ ƭŀǎǘ ǎŜŜƴ ƛǘ ǘƘŜƴ ǘƘŜ ōest they could do is use the etag for 

the parent contact EII. Lƴ ƻǘƘŜǊ ǿƻǊŘǎΣ ƛŦ ŀƴ 9LL ŘƻŜǎƴΩǘ ƘŀǾŜ ƛǘǎ ƻǿƴ ŜǘŀƎ ǘƘŜƴ ƛǘ ƛƴƘŜǊƛǘǎ ƛǘǎ ǇŀǊŜƴǘΩǎΦ ¢Ƙƛǎ 

leaves the server in complete control over the granularity with which it will track changes while telling 

the client how to figure out the most specific etag to use depending on the scope of change the client 

wants to protect against. 

7.1.3.4 $ÏÎȭÔ ÅÔÁÇÓ ÉÎÔÒÏÄÕÃÅ ÓÔÁÒÖÁÔÉÏÎ ÃÏÎÄÉÔÉÏÎÓȩ 

Potentially, yes. If a system has a very low granularity (for example, an etag can only be supported at the 

root EII) and a very high change rate (e.g. many different requesters all pounding on members of the 

same root EII) then optimistic concurrency would become functionality impossible. 

7.1.3.5 7ÈÙ ÄÏÎȭÔ ÙÏÕ ÒÅÔÕÒÎ ÔÈÅ ÒÅÓÏÕÒÃÅ ÔÈÁÔ ÁÎ ÅÔÁÇ is rooted at? 

One could imagine us introducing a new HTTP header that gave the URL for the resource at which the 

returned etag was rooted. This would address situations where the etag is rooted at a resource that is 



an ancestor of the resource that returneŘ ǘƘŜ ŜǘŀƎΦ ²Ŝ ƘŀǾŜƴΩǘ ŎƻƳŜ ǳǇ ǿƛǘƘ ŀƴȅ ŎƻƳǇŜƭƭƛƴƎ ǎŎŜƴŀǊƛƻǎ 

where this data is useful. 

7.1.4 511 – Response Too Large 

7.1.4.1 3ÈÏÕÌÄÎȭÔ ÔÈÉÓ ÊÕÓÔ ÂÅ Á ψτϊ .ÏÔ !ÃÃÅÐÔÁÂÌÅȩ 

[ŜǘΩǎ ǘŀƪŜ ǘƘŜ ŜȄŀƳǇƭŜ ƻŦ D9¢Φ ²Ŝōо{ ǊŜǉǳƛres that resources must respond to GET with 

application/²Ŝōо{ҌȄƳƭΦ LŦ ǘƘŀǘ ǊŜǉǳƛǊŜƳŜƴǘ ǿŀǎƴΩǘ ǇǊŜǎŜƴǘ ǘƘŜƴ ƻƴŜ ŎƻǳƭŘ ŀǊƎǳŜ ǘƘŀǘ ŀ плс ƛǎ 

appropriate, the server simply chooses not to return application/Web3S+xml and may only support 

something like application/Web3SDefPage+xml. But the requirement to return application/Web3S+xml 

ƛǎƴΩǘ ƻǇǘƛƻƴŀƭ ǎƻ ƛŦ ǘƘŜ ǎŜǊǾŜǊ ǊŜŦǳǎŜǎ ǘƻ ǊŜǎǇƻƴŘ ǘƻ ǘƘŜ D9¢ ǊŜǉǳŜǎǘ ŜȄŎƭǳǎƛǾŜƭȅ ōŜŎŀǳǎŜ ƻŦ ŀ ŘŜǎƛǊŜ ƴƻǘ 

to serialize a big response in application/Web3S+xml then the server has an error. In this case we allow 

the server to specify the nature of its error. Hence the 511. 

7.2 GET 

7.2.1 Where is the definition of HEAD? 

This specification only defines behaviors for Web3S resources that go above and beyond RFC 2616. 

Nothing about how a Web3S resource would respond to a HEAD is different than how any other HTTP 

resource would handle that method so nothing extra needs to be said. 

7.3 OPTIONS 

7.3.1 Why support OPTIONS at all? 

It can be useful to use an OPTIONS request to ping a resource in order to find out if it supports Web3S. 

Wǳǎǘ ōŜŎŀǳǎŜ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ƴŀƳŜ ǎŜŜƳǎ ǘƻ Ŧƻƭƭƻǿ ǘƘŜ ²Ŝōо{ ¦w[ ŎƻƴǾŜƴǘƛƻƴ ŘƻŜǎƴΩǘ ƳŜŀƴ ǘƘŜ 

ǊŜǎƻǳǊŎŜ ƛǎ ŀ ²Ŝōо{ ǊŜǎƻǳǊŎŜΦ ²ƛǘƘ ht¢Lhb{ ƛǘΩǎ ǇƻǎǎƛōƭŜ ǘƻ ǘŜƭƭ ŘŜŦƛƴƛǘƛǾŜƭȅ ƛŦ ǘƘŜ ǊŜǎƻǳǊŎŜ ǎǳǇǇƻǊǘǎ 

Web3S. 

7.3.2 Isn’t there a race condition where a resource supported Web3S when an 

OPTIONS request was made but doesn’t support it when subsequent 

method requests are made? 

Yes, there is. In theory all HTTP resource types suffer from this same race condition. Nothing requires 

ǘƘŀǘ ŀ I¢¢t ǊŜǎƻǳǊŎŜ ǎǘŀȅ ǘƘŜ ǎŀƳŜ ΨǊŜǎƻǳǊŎŜΩ ŦƻǊ ŀƭƭ ǘƛƳŜΦ Lƴ ǘƘŜƻǊȅ ǿŜ ŎƻǳƭŘ ŀŘŘǊŜss this problem using 

the EXPECT header or some kind of etag but experience from protocols like WebDAV have shown that 

ǘƘŜ ΨǎǿƛǘŎƘƛƴƎ ƴŀǘǳǊŜΩ ǇǊƻōƭŜƳ ŘƻŜǎƴΩǘ ǎŜŜƳ ǘƻ ǎƘƻǿ ǳǇ ƻŦǘŜƴ ŜƴƻǳƎƘ ǘƻ ōŜ ǿƻǊǘƘ ŀŘŘǊŜǎǎƛƴƎΦ 

7.4 PUT/POST/DELETE/UPDATE Common Requirements 

7.4.1 So PUT/POST/DELETE/UPDATE aren’t ACID, what are they, AC? 

ACID stands for atomic, consistent, isolated and durable. 

 



²Ŝ ŘƻƴΩǘ ǊŜǉǳƛǊŜ ŀǘƻƳƛŎ ŦǳƴŎǘƛƻƴŀƭƛǘȅΣ ŀǘ ƭŜŀǎǘ ƴƻǘ ƛƴ ǘƘŜ ǳǎǳŀƭ ǎŜƴǎŜΣ ōǳǘ ǿŜ Řƻ ǊŜǉǳƛǊŜ ŀƭƭ ƻǊ ƴƻǘƘƛƴƎ 

semantics. This is intended to make Web3S easy to handle for client developers. Having to write a client 

that can deal with a situation where a request can leave the server in some half digested state is a 

nightmare. It is felt that this is much more of a nightmare than creating a server that can provide all or 

nothing semantics.  

 

We avoid isolation because in practice implementing isolation is incredibly expensive. It is common for 

data that appears to be a single Web3S infoset instance is in fact a synthetic view generated over 

multiple tables/databases. In order to guarantee isolation in such a system we would need a distributed 

transaction manager (DTM). While DTM technology is certainly well understood it is equally well 

understood that using it is quite expensive and has a significant effect on performance. So while a 

Web3S system is free to implement isolation and can certainly use this as a competitive advantage the 

Web3S specification does not require the use of isolation. 

 

Because we do not provide isolation it is extremely important that we guarantee consistency. This 

means that the publicly accessible resource must never be visible in an inconsistent state. 

 

com.example.marchingOrders  

   com.example.commander  

      ñYaelò 

   com.example.subcommander  

      ñRonò 

Example 1 - Simple Web3S Infoset to explain consistency requirement 

 

Imagine that the schema for the marchingOrders EII states that both the commander and 

subcommander elements are completely optional. Now imagine that someone does a POST to create a 

new marchingOrders with the content listed above. In that case the following timeline is possible: 

 

Time 0 ς Requester A asks to create a new marchingOrders EII with the commander and subcommander 

children. 

Time 1 ς ¢ƘŜ ǇŀǊŜƴǘ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ŎǊŜŀǘŜǎ ǘƘŜ ƳŀǊŎƘƛƴƎhǊŘŜǊǎ 9LL ŀƴŘ ǘƘŜ ŎƻƳƳŀƴŘŜǊ 9LL ōǳǘ ƘŀǎƴΩǘ 

yet created the subcommander EII. 

Time 2 ς Requester B executes a GET on the parent Web3S resource and gets back the new 

marchingOrders EII and the commander EII. 

Time 3 ς The parent Web3S resource encounters an error in creating the subcommander EII and deletes 

the marchingOrders EII and its commander EII child in order to ensure all or nothing semantics. 

 

Under the current Web3S requirements the previous scenario is completely legal. Requesters can get 

results that represent only a partial application of the requested changes. The only requirement is that 

ŀƴȅ ŜȄǘŜǊƴŀƭƭȅ ǾƛǎƛōƭŜ ŎƘŀƴƎŜǎ Ƴǳǎǘ ōŜ ŎƻƴǎƛǎǘŜƴǘ ǿƛǘƘ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ǎŎƘŜƳŀΦ  

 



But an overly restrictive schema can have seriously performance implications. Imagine in the previous 

example that the schema was changed such that both the commander and subcommander EIIs must 

always be present under the marchingOrders EII. In that case the previous timeline is illegal because the 

state of the resource that Requester B would see at Time 2 (where there is a marchingOrders EII, a 

commander EII but no subcommander EII) violates the schema. Of course if the commander and 

subcommander values are actually recorded in separate tables then schema will mean that the 

implementation has little choice but to use some kind of DTM. 

 

!ǎ ŦƻǊ ŘǳǊŀōƛƭƛǘȅ ǘƘŀǘ ƛǎ ƻǳǘǎƛŘŜ ƻŦ ǘƘŜ ǇǊƻǘƻŎƻƭΩǎ ǇǊŜǾƛŜǿΦ Iƻǿ ƘŀǊŘ ŀ ²Ŝōо{ ƛƳǇƭŜƳŜƴǘŀǘƛƻƴ ǿƻǊƪǎ ǘƻ 

ƳŀƪŜ ǎǳǊŜ ŎƘŀƴƎŜǎ ΨǎǘƛŎƪΩ ƛǎ ƛƳplementation specific. 

7.4.2 What happens if someone updates a resource in the middle of another 

update? 

[ŜǘΩs continue with Example 1 but now imagine a different timeline: 

 

Time 0 ς Requester A asks to create a new marchingOrders EII with the commander and subcommander 

children. 

Time 1 ς ¢ƘŜ ǇŀǊŜƴǘ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ŎǊŜŀǘŜǎ ǘƘŜ ƳŀǊŎƘƛƴƎhǊŘŜǊǎ 9LL ŀƴŘ ǘƘŜ ŎƻƳƳŀƴŘŜǊ 9LL ōǳǘ ƘŀǎƴΩǘ 

yet created the subcommander EII. 

Time 2 ς Requester B executes a GET on the parent Web3S resource and gets back the new 

marchingOrders EII and the commander EII. 

Time 3 ς Requester B executes a POST on the new marchingOrders EII to add a subcommander EII. 

Time 4 ς The parent Web3S resource encounters an error in creating the subcommander EII and deletes 

the marchingOrders EII and its commander EII child in order to ensure all or nothing semantics. 

 

The previous timeline is legal under the current Web3S specification. A variant timeline that is also legal 

would end: 

 

Time 4 ς The parent Web3S resource changes the new subcommander EII created by Requester B to set 

it to the value specified by Requester A. 

 

The previous result is legal because in theory Requester B could not tell the difference between the 

scenario described above and a situation where Requester A submitted a request with marchingOrders 

and commander at time 0 and then made a separate request at time 4 to change subcommander. 

 

The following is also legal: 

 

Time 4 ς The parent Web3S resource, seeing that a subcommander EII has been created, decides to 

ƪŜŜǇ wŜǉǳŜǎǘŜǊ .Ωǎ ǾŀƭǳŜ ōǳǘ returns  a result body that presents the marchingOrders EII as containing 

the subcommander value specified by requester A. 

 



The previous result is legal because there is no way for Requester A to tell the difference between 

someone having decided to update the resource at Time 5 (e.g. after the previous timeline is done) and 

having done it at Time 3. Even if Requester A is sneaky and checks the resource sǘŀǘŜ ŀǘ ǘƛƳŜ оΦр ƛǘΩǎ ǎǘƛƭƭ 

possible that someone else could come in and change subcommander to the originally requested value 

at time 3.6 and then change it back to the Requester B value at time 4.1. Yes, this is all rather convoluted 

reasoning but the point is that there exists a legal set of state changes that could lead to the result of 

ƘŀǾƛƴƎ ŎƻƳƳŀƴŘŜǊ ǿƛǘƘ wŜǉǳŜǎǘŜǊ !Ωǎ ǾŀƭǳŜ ŀƴŘ ǎǳōŎƻƳƳŀƴŘŜǊ ǿƛǘƘ wŜǉǳŜǎǘ .Ωǎ ǾŀƭǳŜ ŜǾŜƴ ƛŦ 

wŜǉǳŜǎǘŜǊ !Ωǎ ƻǊƛƎƛƴŀƭ ǊŜǉǳŜǎǘ ƘŀŘ ƘŀǇǇŜƴŜŘ ǿƛǘƘƻǳǘ ƛƴǘŜǊǊǳǇǘƛƻƴΦ 

 

Just to really make things confusing the following is also legal: 

 

Time 4 ς The parent Web3S resource, seeing that a subcommander EII has been created, decides to 

ƪŜŜǇ wŜǉǳŜǎǘŜǊ .Ωǎ ǾŀƭǳŜ ŀƴŘ ǊŜǘǳǊƴǎ ǘƘŀǘ ǾŀƭǳŜ ƛƴ ǘƘŜ ǊŜǎǇƻƴǎŜ ǘƻ ǊŜǉǳŜǎǘŜǊ !Φ 

 

This is legal because Weōо{ ŜȄǇƭƛŎƛǘƭȅ ǎŀȅǎ ǘƘŀǘ ǊŜǎƻǳǊŎŜǎ Ƴŀȅ ŀǇǇƭȅ ΨǎƛŘŜ ŜŦŦŜŎǘǎΩ ǘƻ ŀ ŎƘŀƴƎŜ ŀƴŘ ƻƴŜ 

could argue that changing subcommander to some value other than the one requested by request A is a 

ΨǎƛŘŜ ŜŦŦŜŎǘΩΦ hŦ ŎƻǳǊǎŜ ǘƘƛǎ ƛǎ ŀƴ ƛƴŎǊŜŘƛōƭȅ ǊǳŘŜ ǎƛŘŜ ŜŦŦŜŎǘ ŀƴŘ ƻƴŜ ǇǊƻōŀōƭȅ ǿƻǳƭŘƴΩǘ ǿŀƴǘ ǘƻ Řƻ 

business with this resource in the future but it is legal. 

 

Also note that all the previous timelines assume that the values for commander and subcommander are 

completely independent. If there was some kind of cross dependency between them then the various 

ǊŜƴŀƳƛƴƎ ǘǊƛŎƪǎ ƳƛƎƘǘ ǾƛƻƭŀǘŜ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ǎŎƘŜƳŀ ŜǾŜƴ ƛŦ ǘƘŜȅ ŘƻƴΩǘ ǾƛƻƭŀǘŜ ǘƘŜ ²Ŝōо{ ǎǇŜŎΦ 

 

And yes, this is all rather confusing. One suspects that Web3S implementations that do not at least 

provide some kind of write locking όŜΦƎΦ ǎƻ ǘƘŀǘ ǘƘŜ ǊŜǎƻǳǊŎŜ ǿƻƴΩǘ ŎƘŀƴƎŜ ƛƴ ƳƛŘ-ǳǇŘŀǘŜύ ǿƻƴΩǘ ōŜ 

terribly popular. 

 

But we feel that we need to provide this level of flexibility because there are situations where write 

ƭƻŎƪǎ Ƨǳǎǘ ŀǊŜƴΩǘ ŜŎƻƴƻƳƛŎŀƭƭȅ ŦŜŀǎƛōƭŜ ŀƴŘ ǿƘŜǊŜ ǘƘŜ Ǉƻǎǎƛōƛƭƛǘȅ ƻŦ mid-update collisions is small enough 

ǘƘŀǘ ƛǘΩǎ ōŜǘǘŜǊ ǘƻ ƭŜǘ ǘƘƻǎŜ ǊŜǎƻǳǊŎŜǎ ōŜ ŜȄǇƻǎŜŘ Ǿƛŀ ²Ŝōо{ ǿƛǘƘ ǘƘŜ Ǉƻǎǎƛōƛƭƛǘȅ ƻŦ Ŏƻƭƭƛǎƛƻƴǎ ǘƘŜƴ ōŀƴ 

them from Web3S all together. 

7.4.3 What happens if someone uploads an extension element that is 

supposed to be multivalue but the Web3S resource doesn’t know this 

and the upload is marked as single value? 

<book xmlns=òWeb3SBase:net. example. stuff ò xmlns:web3s = ñWeb3S:ò> 

   <authors>  

      <author>  

         <web3s:id/>  

         Rudyard Kipling  

      </author>  

   </a uthors>  

   <title> The Jungle Book </title>  



</book>  

Example 2 ς Body of a POST request to a Web3S resource 

 
In this example the schema for author specifies that it is multivalued so even though this instance only 
contains a single aǳǘƘƻǊ ǘƘŜ th{¢ ƛǎ ǎǘƛƭƭ ǊŜǉǳƛǊŜŘ ǘƻ ƛƴŎƭǳŘŜ ŀƴ ŜƳǇǘȅ L5Φ .ǳǘ ƭŜǘΩǎ ǎŀȅ ǘƘŀǘ ǘƘŜ ǇƻǎǘŜǊ 
ƳŀŘŜ ŀ ƳƛǎǘŀƪŜ ŀƴŘ ŘƛŘƴΩǘ ƛƴŎƭǳŘŜ ǘƘŜ ǿŜōоǎΥƛŘ ǾŀƭǳŜ ƛƴ ǘƘŜ ŀǳǘƘƻǊ 9LLΦ [ŜǘΩǎ Ŧurther say that the Web3S 
resource supports an open schema that allows anything to be posted and the resource has no clue that 
author is supposed to be multi-valued ŀƴŘ ǎƻ ŘƻŜǎƴΩǘ ŘŜǘŜŎǘ ǘƘŜ ǊŜǉǳŜǎǘŜǊΩǎ ŜǊǊƻǊΦ 
 
In that case all the resource can do is just assume that author is single valued and present it that way. 
 
However if another requester shows up and POSTs another author element to the same book EII that 
ƛƴŎƭǳŘŜǎ ŀƴ ŜƳǇǘȅ L5 ǘƘŜƴ ƛǘΩǎ ǳǇ ǘƻ ǘƘŜ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ǘƻ ŘŜŎƛŘŜ ǿƘŀǘ ǘƻ ŘƻΦ {ƛƴŎŜ ǘƘŜ ²Ŝōо{ 
ǊŜǎƻǳǊŎŜ ƛƴ ǘƘƛǎ ŜȄŀƳǇƭŜ ŘƻŜǎƴΩǘ ƪƴƻǿ ǘƘŜ ŀǳǘƘƻǊ ǎŎƘŜƳŀ ǘƘŜǊŜ ƛǎ ŀ ŎƻƴǳƴŘǊǳƳΥ 
 
Does the Web3S resource trust the first poster who said (by not including the ID element) that author is 
ǎƛƴƎƭŜ ǾŀƭǳŜŘ ŀƴŘ ǊŜƧŜŎǘ ǘƘŜ ǎŜŎƻƴŘ ǊŜǉǳŜǎǘŜǊΩǎ th{¢ ŀǎ ǾƛƻƭŀǘƛƴƎ ǘƘŜ ǎŎƘŜƳŀ ōȅ ǘǊȅƛƴƎ ǘƻ ŎǊŜŀǘŜ ǘǿƻ 
sibling instances of the same single valued EII? 
 
Does the Web3S resource trust the second poster and assume the first poster made a mistake and 
change the author EII to be multivalued? If so then anyone who was given the URL 
net.example.stuff.book/net.example.stuff.authors/net.example.stuff.author is going to get an error the 
next time they try to access the resource since the server will now treat author as multivalued and not 
ŀŎŎŜǇǘ ǊŜǉǳŜǎǘǎ ŦƻǊ ƛǘ ǘƘŀǘ ŘƻƴΩǘ ƛƴŎƭǳŘŜ ŀƴ L5Φ 
 
There is a potential middle solution which is to trust the second poster but somehow keep 
net.example.stuff.book/net.example.stuff.authors/net.example.stuff.author (e.g. with no ID) pointing to 
the original author EII. But that requires ordering (or at least tagging) and will almost certainly make 
ǎƻƳŜƻƴŜΩǎ ƘŜŀŘ ŜȄǇƭƻŘŜ ǿƘŜƴ ǘƘŜȅ ǎŜŜ ŀ ¦w[ ǘƘŀǘ Ŏƭearly violates the schema. 
 
Web3S does not mandate how the Web3S resource should resolve this situation but a general rule of 
thumb would be to assume that if someone explicitly says that an EII is multi-valued ǘƘŜƴ ǘƘŀǘΩǎ 
probably the safest assumption. IǘΩǎ ŜŀǎƛŜǊ ǘƻ ŦƻǊƎŜǘ ŀƴ L5 ōǳǘ ƻƴƭȅ ƳŀǊƎƛƴŀƭƭȅ ƘŀǊŘŜǊ ǘƻ ƛƴǎŜǊǘ ŀƴ L5 ǘƘŀǘ 
ǎƘƻǳƭŘƴΩǘ ōŜ ǘƘŜǊŜΦ 
 
Keep in mind however that all of the previous only applies in the case that the Web3S resource has a 
ǎŎƘŜƳŀ ǘƘŀǘ ŜȄǇƭƛŎƛǘƭȅ ŀƭƭƻǿǎ ƛǘ ǘƻ ǎǘƻǊŜ ΨŀƴȅΩ 9LLǎ ό9ΦƎΦ ǘƘŜ ǎŎƘŜƳŀ ƛǎ ϝύ ŀƴŘ ƛǘ ŘƻŜǎƴΩǘ ƪƴƻǿ ǘƘŜ ǎŎƘŜƳŀ 
of the content being POSTed. 

7.5 DELETE 

7.5.1 Does it make sense to return 200 when deleting a resource that couldn’t 

even theoretically exist? 

Imagine we have a Web3S resource that consists of a single EII com.example.foo.one. Now imagine that 

someone issues a DELETE for com.example.foo.one/com.example.foo.two/com.example.foo.three. 



.ŜŎŀǳǎŜ ǘƘŜ ²Ŝōо{ ǊŜǎƻǳǊŎŜ ƻƴƭȅ Ŏƻƴǎƛǎǘǎ ƻŦ ŎƻƳΦŜȄŀƳǇƭŜΦŦƻƻΦƻƴŜ ƛǘ ƛǎƴΩǘ ŜǾŜƴ ǘƘŜƻǊŜǘƛŎŀƭƭȅ ǇƻǎǎƛōƭŜ 

for com.example.foo.three ǘƻ ŜȄƛǎǘ ōŜŎŀǳǎŜ ŎƻƳΦŜȄŀƳǇƭŜΦŦƻƻΦǘǿƻ ŘƻŜǎƴΩǘ ŜȄƛǎǘΦ 

 

A related scenario is that the schema for com.example.foo.one states that its only legal child value is a 

SII. In that case even if someone submitted a DELETE for com.example.foo.two, even that request could 

never be even theoretically correct since it violates the schema. 

 

Yet in both of these cases we would return a 200 OK. The general theory is that deleting an already 

ŘŜƭŜǘŜŘ ǊŜǎƻǳǊŎŜ ƛǎ ƴƻǘ ŀ ŦŀƛƭǳǊŜΣ ƛǘΩǎ ŀ ǎǳŎŎŜǎǎΦ ¢ƘŜ Ǝƻŀƭ ƻŦ ǘƘŜ ǊŜǉǳŜǎǘ ǿŀǎ άŘŜƭŜǘŜ ǘƘƛǎ ǊŜǎƻǳǊŎŜέ ŀƴŘ 

ǎǳǊŜ ŜƴƻǳƎƘ ǘƘŜ ǊŜǎƻǳǊŎŜ ƛǎƴΩǘ ǘƘŜǊŜΦ ¢ƘŜ ŦŀŎǘ ǘƘŀǘ ǘƘŜ ŘŜƭŜǘŜ ŎƻǳƭŘ ƴŜǾŜǊ ƘŀǾŜ ǘƘŜƻǊŜǘƛŎŀƭƭȅ ŦƻǳƴŘ ŀ 

resource there seems immaterial.  

7.6 POST 

7.6.1 What if I’m creating an EII that has data that refers to itself by ID, how 

can I create such an EII if I can’t specify ID values in a POST? 

net.example.lists  

   net.example.list()  

      net.example.listname  

         ñStuff to do at homeò 

      net.example.relatedlists  

         ñnet.example.lists/net.example.list(?) ò 

      net.example.listentry  

         net.example.priority  

            ñ1ò 

         net.example.listtext  

            ñClean up house after finishing work to dos listed at 

             <href a=ònet.example.lists/net.example.list(?) ò 

             >work</href>.ò 

   net.example.list()  

      net.example.listname  

         ñStuff to do at workò 

      net.example.listentry  

         net.example.priority  

            ñ1ò 

          net.example.listtext  

            ñFinish Web3S spec!ò 

 

The previous is the contents of a hypothetical POST to some parent that enables the creation of a new 

ΨƭƛǎǘǎΩ ŎƻƴǘŀƛƴŜǊ ǘƘŀǘ Ŏƻƴǘŀƛƴǎ ǘǿƻ ƭƛǎǘǎΦ ¢ƘŜ ŦƛǊǎǘ ƭƛǎǘ ǊŜŦŜǊǎ ǘƻ ǘƘŜ ǎŜŎƻƴŘ ƭƛǎǘ ƛƴ ǘǿƻ ŘƛŦŦŜǊŜƴǘ ǿŀȅǎΦ CƛǊǎǘΣ ƛǘ 

has an optional EII relatedlists that provides a pointer to other lists that have content that relates to this 

ƭƛǎǘΦ {ŜŎƻƴŘΣ ƛƴ ǘƘŜ ƭƛǎǘǘŜȄǘ 9LL ǘƘŜǊŜ ƛǎ ŀƴ {LL ǘƘŀǘ ƛǎ ŀŎǘǳŀƭƭȅ I¢a[ όƴƻǘ ǘƘŀǘ ²Ŝōо{ ŎŀǊŜǎΣ ƛǘΩǎ Ƨǳǎǘ ǘŜȄǘ ǘƻ 

Web3S) that contains a link that needs to resolve to the list. 

 

In order to make this POST work the client needs to have some way to submit IDs for the second list so 

that it can be pointed to by the two values in the first list. But the situation is made more complex by the 



fact that it is always and without exception up to the server to decide what IDs to use for EIIs. This 

requirement is necessary because many server back ends have their own restrictions about IDs that they 

need to enforce. 

 

So our problem is really two fold ς the client needs a way to specify IDs so entries in the same EII value 

that is being POSTed can cross-reference each other and the server needs to be able to recognize those 

values in all the places they are used (E.g. in SIIs) so that if the ID that is actually assigned is not the same 

ID that the client submitted the appropriate updates can be done. 

 

All of this can be done of course. We can allow for the specification of ID values with the explicit proviso 

that the server is free to change them and we can even define some kind of flag in our serializations to 

ǎŀȅ άIŜȅΣ ȅƻǳ ǎŜŜ ǘƘƛǎ ǎǘǊƛƴƎ ǾŀƭǳŜ ǊƛƎƘǘ ƘŜǊŜΣ ƛǘΩǎ ŀƴ L5 ǊŜŦŜǊŜƴŎŜŘ ƛƴ ǘƘƛǎ th{¢Σ ǎƻ ƛŦ ȅƻǳ ŎƘŀƴƎŜ ǘƘŜ L5 ƻŦ 

ǘƘŜ 9LL ǘƘƛǎ ƛǎ ǇƻƛƴǘƛƴƎ ǘƻ ǘƘŜƴ ŎƘŀƴƎŜ ǘƘƛǎ ǾŀƭǳŜ ƘŜǊŜΦέ 9ΦƎΦ ƛƴ ·a[ ǿŜ ŎƻǳƭŘ Řƻ ǎƻƳŜǘƘƛƴƎ ƭƛƪŜΥ 

 

<lists xmlns=òWeb3SBase:net. exampl eò xmlns:w3s=òWeb3S:ò> 

   <list>  

      <w3s:ID Temp>1</w3s:ID Temp> 

      <listname>Stuff to do at home</listname>  

      <relatedLists>  

         net.example.lists/net.example.list( <w3s:IDSub>2</w3s:IDsub> )  

      </relatedLists>  

      <listentry>  

         <priority>1</priority>  

         <listtext>  

            <![CDATA[Clean up house after finishing work to dos listed  

              at <href a=ònet.example.lists/net.example.list(]]> 

            <w3s:IDSub>2</w3s:IDsub>  

            <![CDATA[)ò>work</href>.]]> 

         </listtext>  

      </listentry>  

   </list>  

   <list>  

      <w3s:ID Temp>2</w3s:ID Temp> 

      <listname>Stuff to do at work</listname>  

      <listentry>  

         <priority>1</priority>  

         <listtext>Finish Web3S spec!</listtext>  

      </listentry > 

 

¢ƘŜ ²Ŝōо{ ǎŜǊǾŜǊ ǿƻǳƭŘ ǳƴŘŜǊǎǘŀƴŘ ǿоǎΥL5¢ŜƳǇ ŀǎ ƳŜŀƴƛƴƎ άLΣ ǘƘŜ ŎƭƛŜƴǘΣ ǿŀƴǘ ǘƻ ŎǊŜŀǘŜ ŀ ƴŜǿ 

multivalue element, but I need to refer to that multivalue element in this request so I am going to assign 

my own temporary ID and use it within this request buǘ L ŜȄǇŜŎǘ ǘƘŜ ǎŜǊǾŜǊ ǘƻ ŎƘŀƴƎŜ ǘƘŜ ƛ5Φέ 

 

¢ƘŜ ²Ŝōо{ ǎŜǊǾŜǊ ǿƻǳƭŘ ǘƘŜƴ ǳƴŘŜǊǎǘŀƴŘ ǿоǎΥL5{ǳō ŀǎ ƳŜŀƴƛƴƎ άLƴ ǘƘŜ ·a[ ǊŜǉǳŜǎǘ L ƴŜŜŘŜŘ ǘƻ ǊŜŦŜǊ 

to an ID I specified using w3s:IDTemp. I am wrapping that reference in w3s:IDTemp so that when the 



server chooses thŜ ŀŎǘǳŀƭ L5 ǾŀƭǳŜ ǘƻ ǳǎŜ ƛǘ Ŏŀƴ ǊŜƳƻǾŜ ғǿоǎΥL5{ǳōҔΧғκǿоǎΥL5{ǳōҔ ŀƴŘ ǊŜǇƭŀŎŜ ƛǘ ǿƛǘƘ 

ǘƘŜ ŀŎǘǳŀƭ ǾŀƭǳŜΦέ 

 

!ǘ ǘƘŜ ƳƻƳŜƴǘ ƛǘ ƛǎƴΩǘ ŎƭŜŀǊ ƛŦ ǘƘƛǎ ǎŎŜƴŀǊƛƻ ƘŀǇǇŜƴǎ ƻŦǘŜƴ ŜƴƻǳƎƘ ǘƘŀǘ ƛǘΩǎ ǿƻǊǘƘ ƳŀƴŘŀǘƛƴƎ ŀ ǎƻƭǳǘƛƻƴΦ 

7.6.2 Rather than returning the entire resource serialization in the POST 

response can’t we just return the new IDs? 

In theory. But is it really worth coming up with a whole new data format or profiling 

application/Web3S+xml and making developers support it to save a bunch of bytes? Right now we are 

choosing simplicity which we believe mandates verbosity. 

7.6.3 Why isn’t there a more sophisticated error response mechanism? 

Currently if someone submits a bad request, e.g. bad syntax or semantics, then some HTTP error code is 

ǊŜǘǳǊƴŜŘ ōǳǘ ǿŜ ŘƻƴΩǘ ƘŀǾŜ ŀ ŘŜŦƛƴŜŘ ŦƻǊƳat to return errors in the body. 

 

²Ŝ ƘŀǾŜ ōŜŜƴ ŎƻƴǎƛŘŜǊƛƴƎ ƳƻǊŜ ǎƻǇƘƛǎǘƛŎŀǘŜŘ ŜǊǊƻǊ ƘŀƴŘƭƛƴƎ ōǳǘ ƛǘ ƛǎƴΩǘ ŎƭŜŀǊ Ƙƻǿ ƳǳŎƘ ƛǘ ǿƻǳƭŘ ōŜ 

used. It has been the general experience with protocol clients that in all but a handful of cases (e.g 

authorization) there are only two responses to a request ς ƛǘ ǿƻǊƪŜŘ ƻǊ ƛǘ ŘƛŘƴΩǘΦ ¢ƘŜ ŎƭƛŜƴǘ ŎƻŘŜ ǊŀǊŜƭȅ 

ŘƛŦŦŜǊŜƴǘƛŀǘŜǎ ōŜȅƻƴŘ ǘƘŀǘΦ LǘΩǎ ǘǊǳŜ ǘƘŀǘ ŦƻǊ ŘŜōǳƎƎƛƴƎ ǇǳǊǇƻǎŜǎ ŎƭƛŜƴǘǎ ƭƛƪŜ ƳƻǊŜ ƛƴŦƻǊƳŀǘƛƻƴ ŀƴŘ ǿŜ 

ŜƴŎƻǳǊŀƎŜ ǎŜǊǾŜǊǎ ǘƻ ǇǊƻǾƛŘŜ ƛǘ ōǳǘ ǘƘŀǘ ƛƴ ƛǘǎŜƭŦ ŘƻŜǎƴΩǘ ƧǳǎǘƛŦȅ creating a more sophisticated error 

reporting mechanism. For simple debugging a human readable error description will work wonders. 

 

Should it turn out that there are real use cases for machine readable rich error reporting we have been 

noodling around an approach that is similar to XML fragments. 

 

Imagine ǿŜ ƘŀǾŜ ŀ ǊŜǉǳŜǎǘ ǿƘŜǊŜ ǘƘŜ ǎŎƘŜƳŀ ǊŜǉǳƛǊŜǎ ǘƘŀǘ ŀƴ ŀǳǘƘƻǊΩǎ ƴŀƳŜ ōŜ broken into firstname 

and lastname EIIs ōǳǘ ǘƘŀǘ ǿŀǎƴΩǘ ǿƘŀǘ ǿŀǎ ǎǳōƳƛǘǘŜŘ. In that case we could return an error like: 

 

HTTP/1.1 400 B ad Request  

Content - Type: Application/ Web3SError+XML  

Content - Length: xxx  

 

<book xmlns=òWeb3SBase:net.example.stuff ò xmlns:web3s = ñWeb3S:ò> 

   <authors>  

      <author>  

         <web3s:id/>  

         <web3s:error>  

            <web3s:SIINotAllowed/>  

         </web3s:error>  

         <web3s:error>  

            <web3s:mandatoryElementsNotIncluded>  

               <web3s:missingElements>  

                  <firstName/>  

                  <lastName/>  



               </web3s:missingElements>  

            </web3s:mandatoryE lementsNotIncluded>  

         </web3s:error>  

      </author>  

   </authors>  

</book>  

Example 3 - A hypothetical rich error format for Web3S error responses 

 

We provide a structure that mimics the schema structure (e.g. book/authors/author) and then annotate 

it with web3s:error elements to provide information on what went wrong. In this case there was a SII 

ǿƘŜǊŜ ǘƘŜǊŜ ǎƘƻǳƭŘƴΩǘ ƘŀǾŜ ōŜŜƴ ƻƴŜ όǘƘŜ ǘŜȄǘ ǾŜǊǎƛƻƴ ƻŦ ǘƘŜ ŀǳǘƘƻǊΩǎ ƴŀƳŜύ ŀƴŘ ǘǿƻ ƳŀƴŘŀǘƻǊȅ 

elements (firstName and lastName) were missing. 

 

5ŜŦƛƴƛƴƎ ǘƘƛǎ ƪƛƴŘ ƻŦ ǊƛŎƘ ŜǊǊƻǊ ŦƻǊƳŀǘǘƛƴƎ ƛǎ ƴƻǘ ǘǊƛǾƛŀƭ ŀƴŘ ƛƳǇƭŜƳŜƴǘƛƴƎ ƛǘ ƛǎƴΩǘ ŜŀǎȅΦ {ƻ ƛŦ ǿŜ ŀǊŜ ƎƻƛƴƎ 

to do this work we need to be very sure there is a good justification for it. E.g. we need proof that clients 

actually require rich, machine process-able error formats.  

7.6.4 Doesn’t the requirement to leave ID values out of POST request bodies 

violate the application/Web3S+xml syntax? 

It depends really. Requirement 3SABI requires that the ID element be present and set to its value in the 

Web3S infoset. But one can reasonably argue that in the case of the post the infoset for the Web3S EII 

ǎŜǊƛŀƭƛȊŜŘ ƛƴ ǘƘŜ Ǉƻǎǘ ǊŜǉǳŜǎǘ ŘƻŜǎƴΩǘ Ŏƻƴǘŀƛƴ ŀƴȅ ǾŀƭǳŜǎ ŦƻǊ ƛǘǎ L5ǎΦ {ǘƛƭƭΣ ǘƘƛǎ ƛǎ ŀ ōƛǘ ǎǘǊŜǘŎƘŜŘ ƛƴ ǘŜǊƳǎ ƻŦ 

reasoning but the general feeling was thaǘ ƛǘ ǿŀǎƴΩǘ ǿƻǊǘƘ ƛƴǘǊƻŘǳŎƛƴƎ ȅŜǘ ŀƴƻǘƘŜǊ ŎƻƴǘŜƴǘ ǘȅǇŜ ǘƻ 

handle this specific situation. 

7.7 PUT/UPDATE Common Requirements 

7.7.1 Why don’t you require that the response contain the serialization of the 

updated resource? 

Imagine an UPDATE to the root of a Web3S resource tree that only applies to a few EIIs far down in the 

tree. If we require that the response contain the entire updated resource we would have to return the 

entire tree which would be very expensive in both processing and bandwidth terms. 

 

Still, if there are side effects or if an etag is returned on the response then the client needs to know what 

the new resource state is in order to understand the full consequences of its actions. This requires 

returning state. 

 

204s are particularly dangerous. Imagine a caller executes a PUT with an if header specifying some etag. 

The request succeeds and a 204 is returned with a new etag. What is the caller to think? Should they 

think that the only difference between the state described in the original etag and the new etag is the 

changes in the PUT? In other words, if they get a 204 is the caller allowed to assume their call had no 

side effects (at least within the scope of the request-URI)? Or do they have to assume that there could 



be side effects in which case ǘƘŜ ŜǘŀƎ ƛǎ Ƴƻǎǘƭȅ ǳǎŜƭŜǎǎ ǎƛƴŎŜ ǘƘŜȅ ŘƻƴΩǘ ǊŜŀƭƭȅ ƪƴƻǿ ǿƘŀǘ ǎǘŀǘŜ ǘƘŜ ǘŀƎ 

representǎΦ 9ΦƎΦ ǘƘŜȅ ƪƴƻǿ ǘƘŜ ΨƴŜǿΩ ǎǘŀǘe at least includes their PUT but it could also contain additional 

content. 

7.7.2 Why do you ban specifying the ID of the root EII in the request body of a 

PUT/UPDATE and doesn’t that violate the application/Web3S*+xml 

syntax? 

For both PUT and UPDATE the root XML element is required to be the same as the last segment of the 

request-URI. E.g. if someone does a PUT on http://example.com/foo.bar.com(23) then the root EII has 

to be foo.bar.com. 

 

But it is illegal to put the ID element under the root EII in these cases. E.g. the body will be: 

 

ғŎƻƳ ȄƳƭƴǎҐέ²Ŝōо{.ŀǎŜΥŦƻƻΦōŀǊέҔ 

   Χ 

</com> 

 

And not 

 

ғŎƻƳ ȄƳƭƴǎҐέ²Ŝōо{.ŀǎŜΥŦƻƻΦōŀǊέҔ 

   <Web3s:ID xmlns:Web3s=έ²Ŝōо{ΥέҔноғκ²Ŝōо{Ҕ 

   Χ 

</com> 

 

The reason for the restriction is that repeating information in protocol requests is a bad idea. It just 

introduces a new way to cause confusion. What should a server do if the ID in the request-¦wL ŘƻŜǎƴΩǘ 

match the ID in the body? 

 

So we resolve this problem by banning the use of the ID in the body. The ID in the request-URI states the 

situation. 

 

But this can be reasonably argued to cause a violation of the application/Web3S+xml and 

application/Web3SDelta+xml serialization rules which both require that multi-value EIIs have IDs. 

 

For now we are just fudging it but perhaps we should revisit this decision. 



7.8 PUT 

7.8.1 Why can’t PUT just delete whatever is in the existing EII and replace its 

contents? 

Imagine we have a schema that consists of a systemDescription EII that has three children ς name, 

status and statusCheckDate. This is a description of some piece of hardware where the name is the 

ƴŀƳŜ ƻŦ ǘƘŜ ƘŀǊŘǿŀǊŜΣ ǎǘŀǘǳǎ ƛƴŘƛŎŀǘŜǎ ŀ ΨǉǳŀƭƛǘȅΩ ŦƭŀƎ ǊŜǇǊŜǎŜƴǘƛƴƎ ǘƘŜ ŜǉǳƛǇƳŜƴǘΩǎ ŎǳǊǊŜƴǘ ǎǘŀǘǳǎ ŀƴŘ 

statusCheckDate specifies when that indicator was last checked. Because of the relationship between 

status and statusCheckDate the schema requires both elements to always be present and requires that 

any updates involving both fields have to be atomic. Again, this is a requirement of the schema not the 

Web3S protocol.  

 

Requester A makes a request to create a new systemDescription with the following content: 

 

POST /stuff/com.example.foo.systems HTTP/1.1  

é 

 

<systemDescription xmlns=òWeb3SBase:com .example. foo ò> 

   <web3s:ID/>  

   <name>Main Router</name>  

   <status><green/></status>  

   <statusCheckDate>2/2/2007</statusCheckDate>  

</contact>  

 

The response to the POST identifies the ID for com.example.foo.systemDescription as being 1234. 

 

It turns out however that there is an extension to this schema that is supported by the Web3S resource, 

the lastFullServiceDate EII. This indicates when the identified hardware was last visited by a service tech 

and given a full service. Older clients, such ŀǎ ǘƘŜ ƻƴŜ ǳǎŜŘ ōȅ ǊŜǉǳŜǎǘŜǊ ! ŘƻƴΩǘ ƪƴƻǿ ŀōƻǳǘ ǘƘŜ 

ƭŀǎǘCǳƭƭ{ŜǊǾƛŎŜ5ŀǘŜ 9LLΦ .ǳǘ ǊŜǉǳŜǎǘŜǊ .Ωǎ ŎƭƛŜƴǘ ŘƻŜǎ ƪƴƻǿ ŀōƻǳǘ ƭŀǎǘCǳƭƭ{ŜǊǾƛŎŜ5ŀǘŜ 9LL ŀƴŘ ǎƻ ǎŜǘǎ ƛǘ ŦƻǊ 

this systemDescription. 

 

POST 

/stuff/com.example.foo.systems/com.example.foo.systemDescription (1234)

/com.example.foo.status HTTP/1.1  

é 

 

<lastFullServiceDate xmlns=òWeb3SBase:com. example. foo ò> 

   1/15/2007  

</lastFullServiceDate>  

 

So at this point the state of the Web3S resource is: 

 

com.example.foo.systemDescription(1234)  

   com.example.foo.name  



      ñMain Routerò 

   com.example.foo.status  

      com.example.foo.green  

   com.example.foo.statusCheckDate  

      ñ2/2/2007ò 

   com.example.foo.lastFullServiceDate  

      ñ1/15/2007ò 

 

A little bit later however requester A is back. They have talked to the router and have new status 

information. So they now want to update the Web3S resource that represents the router. Knowing that 

status and statusCheckDate should be updated together they issue the following request: 

 

PUT 

/stuff/com.example.foo.systems/com.e xample.foo.systemDescription(1234)

/com.example.foo.status HTTP/1.1  

é 

 

<systemDescription xmlns=òWeb3SBase:com.example. foo ò> 

   <name>Main Router</name>  

   <status><yellow/></status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 

And now things get interesting. 

 

IƛǎǘƻǊƛŎŀƭƭȅ I¢¢t ǎŜǊǾŜǊǎ ƘŀǾŜ ōŜŜƴ ŦƛƭŜ ǎȅǎǘŜƳǎΦ {ƻ ǘƘŜ ǘǊŀŘƛǘƛƻƴŀƭ ǎŜƳŀƴǘƛŎǎ ŦƻǊ t¦¢ ƘŀǾŜ ōŜŜƴ άŘŜƭŜǘŜ 

Ҍ ŎǊŜŀǘŜέΦ 9ΦƎΦ ŘŜƭŜǘŜ ǘƘŜ ŜȄƛǎǘƛƴƎ ŦƛƭŜ ŀƴŘ ŎǊŜŀǘŜ ŀ ƴŜǿ ŦƛƭŜ ǘƻ ǊŜǇƭŀŎŜ ƛǘ ǿƛǘƘ ǘƘŜ ŎƻƴǘŜƴǘǎ ƻŦ ǘƘŜ t¦¢Φ 

Keep in mind thŀǘ ǿŜ Řƻ ƴƻǘ ƳŜŀƴ ŀ ƭƛǘŜǊŀƭ ŘŜƭŜǘŜΣ ŜΦƎΦ ǘƘŜ ΨŦƛƭŜ ŎǊŜŀǘƛƻƴΩ ǘƛƳŜ ǳǎǳŀƭƭȅ ŘƻŜǎƴΩǘ ŎƘŀƴƎŜ 

ōŜŎŀǳǎŜ ƻŦ ŀ t¦¢Σ ƻƴƭȅ ǘƘŜ Ψƭŀǎǘ ŎƘŀƴƎŜŘΩ ǘƛƳŜΦ ²Ŝ ƻƴƭȅ ƳŜŀƴ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ƛƴ ǘƘŜ ǎŜƴǎŜ ǘƘŀǘ ǘƘŜ 

contents of the byte stream representing the file are typically deleted and then replaced with the 

contents of the byte stream in the PUT request. 

 

wŜǉǳŜǎǘŜǊ ! ƛǎ ŎƭŜŀǊƭȅ ŀǎǎǳƳƛƴƎ ǘƘŀǘ ǘƘŜ ǘǊŀŘƛǘƛƻƴŀƭ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ ŀǇǇƭȅ ǿƘƛŎƘ ƛǎ ǿƘȅ 

Request A submitted the name EII even though they only wanted to update the status and 

ǎǘŀǘǳǎ/ƘŜŎƪ5ŀǘŜΦ !ŦǘŜǊ ŀƭƭΣ ƛŦ ǊŜǉǳŜǎǘ ! ƻƴƭȅ ǎǳōƳƛǘǘŜŘ ǎǘŀǘǳǎ ǿƛǘƘ ǎǘŀǘǳǎ/ƘŜŎƪ5ŀǘŜ ŀƴŘ άŘŜƭŜǘŜ Ҍ 

ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ ŀǇǇƭƛŜŘ ǘƘŜƴ ǘƘŜ ƴŀƳŜ 9LL ǿƻǳƭŘ ōŜ ŘŜƭŜǘŜŘΦ {ƻ ƛƴ ŜŦŦŜŎǘ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ 

forces requester A to re-upload the complete contents of systemDescription. Requester A could have 

tried to use two separate PUTs to update status and statusCheckDate separately but the schema 

requires these values to be updated simultaneously in order to keep the resource state consistent. So 

the only choice is to update the entire systemDescription EII. 

 

hƴŜ ŎƻǳƭŘ ŀǊƎǳŜ ǘƘŀǘ t¦¢ ƛǎƴΩǘ ŀ ǎǳǇŜǊ ŦƭŜȄƛōƭŜ ǘƻƻƭ ŀƴŘ ǊŜǉǳƛǊƛƴƎ ŀ Ŧǳƭƭ ǳǇƭƻŀŘ ƛǎ ǳƴŦƻǊǘǳƴŀǘŜ ōǳǘ 

workable. However there is a side effect here. What happened to lastFullServiceDate? 

 



Requester ! ŘƛŘƴΩǘ ƪƴƻǿ ŀōƻǳǘ ƭŀǎǘCǳƭƭ{ŜǊǾƛŎŜ5ŀǘŜ ǎƻ ǘƘŜȅ ŘƛŘƴΩǘ ƛƴŎƭǳŘŜ ƛǘ ƛƴ ǘƘŜ t¦¢Φ ¢ƘŜǊŜŦƻǊŜ ŀ ǎƛŘŜ 

effect of updating status and statusCheckDate is that lastFullServiceDate got deleted even though the 

change RequesterA made had nothing to do with lastFullServiceDate.  

 

One could argue that before doing the PUT requesterA should first have done a GET and then made sure 

ǘƻ ǳǇƭƻŀŘ ŀƭƭ ǘƘŜ ŎƻƴǘŜƴǘΣ ƛƴŎƭǳŘƛƴƎ 9LLǎ ƛǘ ŘƛŘƴΩǘ ǊŜŎƻƎƴƛȊŜ ƭƛƪŜ ƭŀǎǘCǳƭƭ{ŜǊǾƛŎŜ5ŀǘŜΦ ¢ƘŜ ǇǊƻōƭŜƳ ǿƛǘƘ ǘƘƛǎ 

approach is that methods like PUT ŀǊŜ ƴƻǘ ΨǎŀŦŜΩΦ ¢Ƙŀǘ ƛǎΣ ǿƘŜƴ ŀ ǊŜǉǳŜǎǘŜǊ ǎŜƴŘǎ ǳǇ ŀ ƴƻƴ-safe method 

ǘƘŜȅ ŀǊŜ ǎŀȅƛƴƎ άL ƪƴƻǿ ǿƘŀǘΩǎ ƛƴ ǘƘƛǎ ǊŜǉǳŜǎǘΣ L ƪƴƻǿ ǿƘŀǘ ŜŦŦŜŎǘǎ ƛǘ ǿƛƭƭ ƘŀǾŜ ŀƴŘ L ǘŀƪŜ ǊŜǎǇƻƴǎƛōƛƭƛǘȅ 

ŦƻǊ ǘƘƻǎŜ ŜŦŦŜŎǘǎΦέ .ǳǘ ƛŦ ²Ŝōо{Ωǎ ŘŜǎƛƎƴ ƳŀƴŘŀǘŜǎ ǘƘŀǘ ŎƭƛŜƴǘǎ ǎŜƴŘ ǳǇ ǊŜǉǳŜǎǘǎ containing content they 

ŘƻƴΩǘ ǳƴŘŜǊǎǘŀƴŘ ŀƴŘ ŎŀƴΩǘ ǾƻǳŎƘ ŦƻǊ ǘƘŜƴ ΨǎŀŦŜΩ ŀƴŘ Ψƴƻƴ-ǎŀŦŜΩ ƳŜǘƘƻŘǎ ōŜŎƻƳŜ ƳŜŀƴƛƴƎƭŜǎǎΦ Lǘ ǎŜŜƳǎ 

like fundamentally bad design to require clients to make requests they have no hope of understanding. 

 

A similar problem is what if a newly added field is read only? Requester A downloads the field, realizes 

ǘƘŀǘ ƛǘ ŘƻŜǎƴΩǘ ǊŜŎƻƎƴƛȊŜ ǘƘŜ ŦƛŜƭŘ ŀƴŘ ǘƘŜƴ ǳǇƭƻŀŘǎ ǘƘŜ ŦƛŜƭŘ ŀǎ ǇŀǊǘ ƻŦ ŀ t¦¢ ƛƴ ƻǊŘŜǊ ƴƻǘ ǘƻ ŘŜǎǘǊƻȅ 

ǎǘŀǘŜ ƛǘ ŘƻŜǎƴΩǘ ǊŜŎƻƎƴƛȊŜΦ 9ȄŎŜǇǘ ǘƘŜ ǊŜǉǳŜǎǘ ǿƛƭƭ ōŜ ǊŜƧŜŎǘŜŘ ōŜŎŀǳǎŜ ǘƘe new data is read only. So now 

wŜǉǳŜǎǘŜǊ ! Ŏŀƴ ƴŜǾŜǊ ǳǇŘŀǘŜ Řŀǘŀ ƻƴ ǘƘŜ ǎŜǊǾŜǊ ōŜŎŀǳǎŜ ƛǘΩǎ ǊŜǉǳŜǎǘǎ ǿƛƭƭ ŀƭǿŀȅǎ Ŧŀƛƭ ŘǳŜ ǘƻ ǘƘŜ ŦŀŎǘ 

ǘƘŀǘ ƛǘΩǎ ǘǊȅƛƴƎ ǘƻ ōŜ ŀ ƎƻƻŘ ŎƛǘƛȊŜƴΗ 

 

In addition to violating good protocol design the GET/PUT strategy also violates good protocol efficiency. 

¢ƘŜ ŎǊǳȄ ƻŦ ǇǊƻǘƻŎƻƭ ŘŜǎƛƎƴ ƛǎ ǊŜŘǳŎƛƴƎ ƭŀǘŜƴŎȅΦ LŦ ƭŀǘŜƴŎȅ ŘƛŘƴΩǘ ƳŀǘǘŜǊ ǿŜ ǿƻǳƭŘ ǇǊƻōŀōƭȅ ŀƭƭ Ƨǳǎǘ ǳǎŜ 

RPCs. But latency is crucial and we need to reduce it. Requiring two round trips for each update (e.g. a 

GET to get the current state including unrecognized values and a PUT, including unrecognized values, to 

make a change) is therefore going in the wrong direction. 

 

There is also a practical issue around bandwidth. Imagine that systemDescription was a full SNMP MIB 

with tons and tons of data. Having to upload the whole bloody thing to just update two values seems 

ƴǳǘǎ ŀƴŘ ǿƛƭƭ ǿŀǎǘŜ ŜƴƻǊƳƻǳǎ ŀƳƻǳƴǘǎ ƻŦ ōŀƴŘǿƛŘǘƘ ŀƴŘ ōŀƴŘǿƛŘǘƘ όŎƻƴǘǊŀǊȅ ǘƻ ǇƻǇǳƭŀǊ ōŜƭƛŜŦύ ƛǎƴΩǘ 

free. 

 

One possibility is to just ban PUT. We can declare that its semantics are just too dangerous. A blind 

άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ƳŀƪŜǎ ǾŜǊǎƛƻƴƛƴƎ ƛƳǇƻǎǎƛōƭŜ ǎƛƴŎŜ ΨƛƴƴƻŎŜƴǘ ōȅǎǘŀƴŘŜǊǎΩ ǿƛƭƭ ōŜ ŘŜǎǘǊƻȅŜŘ 

unintentionally. And a GET/PUT approach is wrong from an architectural, latency and bandwidth 

perspective. 

 

But instead we decided to see what it would take to make PUT work in a reasonable way and that has 

meant using merge semantics. 

7.8.2 Couldn’t PUT use “database” semantics where only named EIIs are 

updated but those values use “delete + create” semantics? 

In a database update semantics typically consist of pointing to a record and then specifying fields in that 

ǊŜŎƻǊŘ ǿƘƻǎŜ ǾŀƭǳŜǎ ŀǊŜ ǘƻ ōŜ ŎƘŀƴƎŜŘΦ LŦ ŀ ŦƛŜƭŘ ƛǎƴΩǘ ƳŜƴǘƛƻƴŜŘ ƛƴ ǘƘŜ ǳǇŘŀǘŜ ǘƘŜƴ ƛǘǎ ǾŀƭǳŜ ƛǎƴΩǘ 



ŀƭǘŜǊŜŘΦ LŦ ǿŜ ǳǎŜŘ ǘƘŜ ΨǳǇŘŀǘŜΩ ŘŜŦƛƴƛǘƛƻƴ ƻŦ t¦¢ ǘƘŜƴ ǊŜǉǳŜǎǘŜǊ !Ωǎ method to change the status and 

statusCheckDate values (from the previous question) would turn into: 

 

PUT 

/stuff/com.example.foo.systems/com.example.foo.systemDescription(1234)

/com.example.foo.status HTTP/1.1  

é 

 

<systemDescription xmlns=òWeb3SBase:com. exa mple. foo ò> 

   <status><yellow/></status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 

Because neither the name EII (which requester A knew about) nor the lastFullServiceData EII (which 

ǊŜǉǳŜǎǘŜǊ ! ŘƛŘƴΩǘ ƪƴƻǿ ŀōƻǳǘύ ŀǊŜ ǎǇŜŎƛŦƛŜŘ ǘƘŜƛǊ ǾŀƭǳŜǎ ǿƻǳƭŘ ōŜ ǳƴŀƭǘŜǊŜŘΦ LƴǎǘŜŀŘ ƻƴƭȅ ǘƘŜ ǎǘŀǘǳǎ 

and statusCheckDate values would change. 

 

¦ƴŦƻǊǘǳƴŀǘŜƭȅ t¦¢ ŀǎ άǳǇŘŀǘŜέ ƛǎ ǎǘƛƭƭ ŀƴ ƛƴŎƻƳǇƭŜǘŜ ǎƻƭǳǘƛƻƴΦ CƻǊ ŜȄŀƳǇƭŜΣ ƛƳŀƎƛƴŜ ǿŜ ŜȄǘŜƴŘŜŘ ǘƘŜ 

schema so that it includes a new child for status called statusCheckPeriod. The semantics of this EII are 

that the status is supposed to be refreshed on the interval specified in statusCheckPeriod. Requester A 

ŘƻŜǎƴΩǘ ƪƴƻǿ ŀōƻǳǘ ǘƘƛǎ ŜȄǘŜƴǎƛƻƴ ōǳǘ wŜǉǳŜǎǘ B does. So if the current state of the resource is: 

 

com.example.foo.systemDescription(1234)  

   com.example.foo.name  

      ñMain Routerò 

   com.example.foo.status  

      com.example.foo.green  

      com.example.foo.statusCheckPeriod  

         com.example.foo. days  

            ñ2ò 

   com.example.foo.statusCheckDate  

      ñ2/2/2007ò 

   com.example.foo.lastFullServiceDate  

      ñ1/15/2007ò 

 

And the PUT request: 

 

PUT 

/stuff/com.example.foo.systems/com.example.foo.systemDescription(1234)

/com.example.foo.status HTTP/ 1.1  

é 

 

<systemDescription xmlns=òWeb3SBase:com. example. foo ò> 

   <status><yellow/></status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 



Is submitted then what is the new value for status?  

 

Does including an EII in the PUT then ŀǇǇƭȅ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ ǎǳŎƘ ǘƘŀǘ ǘƘŜ ŎǳǊǊŜƴǘ ǎǘŀǘǳǎ 9LL ƛǎ 

deleted and replaced with the value in the PUT? In other words, after the PUT is the value of the status 

EII: 

 

   com.example.foo.status  

      com.example.foo.yellow  

 

? 

 

Notice that if wŜ ǳǎŜ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ όōǳǘ ƻƴƭȅ ŦƻǊ ƴŀƳŜŘ 9LLǎΣ ŜΦƎΦ ƻƴƭȅ ǘƘŜ ǎǘŀǘǳǎ ŀƴŘ 

statusCheckDate EIIs are affected because they are the only EIIs explicitly named in the PUT) then we 

are right back where we started. The extended data (in this case statusCheckDate) has been accidently 

deleted as a consequence of an operation that had nothing to do with it. 

7.8.3 Why doesn’t PUT support application/Web3SDelta+xml? Or at least 

support the delete annotation command? 

As discussed in the question Why introduce UPDATE, why not just use PUT? UPDATE requires non-

idempotent semantics. 

 

But we still could have put in support for the delete annotation command since its semantics are 

idempotent. The reason we choose not to is that it ǾƛƻƭŀǘŜǎ ǎƻƳŜ ǇŜƻǇƭŜΩǎ ǾŜǊǎƛƻƴ ƻŦ I¢¢t ǇƘƛƭƻǎƻǇƘȅ 

ŀƴŘ ǘƘŜ ƛǎǎǳŜ ŘƛŘƴΩǘ ǎŜŜƳ ǘƻ ōŜ ƛƳǇƻǊǘŀƴǘ ŜƴƻǳƎƘ ǘƻ ǇƛŎƪ ŀ ŦƛƎƘǘ ƻǾŜǊΦ 

 

t¦¢ ƛǎ ǘǊŀŘƛǘƛƻƴŀƭƭȅ ŘŜŦƛƴŜŘ ŀǎ ά¢ŀƪŜ ǘƘƛǎ Řŀǘŀ ŀƴŘ ǳǎŜ ƛǘ ǘƻ ŎƘŀƴƎŜ ǘƘŜ ǎǘŀǘŜ ƻŦ ǘƘŜ ǊŜǎƻǳǊŎŜΦέ ¢Ƙƛǎ ƳŜŀƴǎ 

that the body of the PUT request is just plain data. But if we put command annotations into the body 

ǘƘŜƴ ǎǳŘŘŜƴƭȅ ǘƘŜ t¦¢ ƳŜǘƘƻŘΩǎ ŘŜŦƛƴƛǘƛƻƴ ŎƘŀƴƎŜǎ ǘƻ ōŜ ά¢ŀƪŜ ǘƘƛǎ ǊŜǉǳŜǎǘ ōƻŘȅ ŀƴŘ ŀǇǇƭȅ ǘƘŜ 

ŎƻƳƳŀƴŘǎ ƛǘ Ŏƻƴǘŀƛƴǎ ŀƴŘ ǘƘŜƴ ŀǇǇƭȅ ǘƘŜ Řŀǘŀ ƛǘ Ŏƻƴǘŀƛƴǎ ǘƻ ǘƘŜ ǊŜǎƻǳǊŎŜΦέ ¢Ƙƛǎ ŘƻŜǎƴΩt quite jive with 

the usual way of viewing PUT. 

 

tŜǊǎƻƴŀƭƭȅ LΩƳ ƻΦƪΦ ǿƛǘƘ ǇǳǘǘƛƴƎ ŘŜƭŜǘŜ ŀƴƴƻǘŀǘƛƻƴǎ ƛƴǘƻ t¦¢ ōǳǘ ǘƘƛǎ ŦƛƎƘǘ Ƨǳǎǘ ŘƛŘƴΩǘ ǎŜŜƳ ǿƻǊǘƘ ƘŀǾƛƴƎ 

ǎƻ ǿŜ ŘƛŘƴΩǘ ŀƭƭƻǿ ƛǘΦ 

7.8.4 Is supporting PUT with merge semantics a violation of RFC 2616? 

It depends on who you ask. The spec itself is more than a little vague on the subject. 

 

t¦¢ Ƙŀǎ ŎŜǊǘŀƛƴƭȅ ǘǊŀŘƛǘƛƻƴŀƭƭȅ ōŜŜƴ ŀ ǊŜǇƭŀŎŜ ǾŜǊōΦ 9ΦƎΦ άǘŀƪŜ ǘƘŜ ŎƻƴǘŜƴǘǎ ƻŦ ǘƘŜ ǊŜǉǳŜǎǘ ōƻŘȅ ŀƴŘ ǳǎŜ 

ƛǘ ǘƻ ǊŜǇƭŀŎŜ ǘƘŜ ŎƻƴǘŜƴǘǎ ƻŦ ǘƘŜ ǊŜǎƻǳǊŎŜΦέ !ƴŘ ǘƘŜǊŜ ƛǎ ŀ ǿƘƻƭŜ ǎŎƘƻƻƭ ƻŦ ITTP thought that argues that 

PUT is, in effect, the inverse of GET. That is, PUT should be used to specify the exact, byte for byte, data 

stream you will get back when you do a GET. To this school of thought using merge semantics with PUT 

is certainly a sin. 



 

.ǳǘ ǘƘŜƴ ǘƘŜǊŜ ƛǎ ŀƴƻǘƘŜǊ ǎŎƘƻƻƭ ƻŦ ǘƘƻǳƎƘǘ ǘƘŀǘ ǎŀȅǎ ǘƘƛƴƎǎ ƭƛƪŜ άǿŀƛǘ ŀ ƳƛƴǳǘŜΣ ǎŜǊǾŜǊǎ ƘŀǾŜ ŀƭǿŀȅǎ 

ōŜŜƴ ΨŦƛȄƛƴƎ ǳǇΩ ŎƻƴǘŜƴǘ ǘƘŀǘ ǿŀǎ t¦¢ ǘƻ ǘƘŜƳ ŀƴŘ ŀƭƳƻǎǘ ƴƻōƻŘȅ ŜǾŜǊ ǊŜŀƭƭȅ ƎǳŀǊŀƴǘŜŜŘ ǘƘŀǘ ǘƘŜ ŜȄŀŎǘ 

byte stream that was specified in a PUT is what ǘƘŜ ǎŜǊǾŜǊ ǿƻǳƭŘ ǊŜǘǳǊƴ ƛƴ ŀ D9¢Φέ ¢ƘŜ I¢¢t ǎǇŜŎ ƛǘǎŜƭŦ 

has always been (intentionally, some would argue) vague on the exact semantics of PUT for the exact 

purpose of allowing servers to choose exactly how to apply a PUT. And in fact there does not seem to be 

any language in RFC 2616 that settles the matter one way or another. 

 

So the best one can answer to this question is that while there is nothing in RFC 2616 that prevents one 

from using merge semantics with PUT. 

7.8.5 But couldn’t you just apply the usual Database “update” functionality 

recursively? E.g. keep digging down the PUT contents until you hit some 

atomic quantity like a SII and then update that? 

We tried to define PUT as update semantics recursively but it lead to some bizarre consequences. 

 

PUT 

/st uff/com.example.foo.systems/com.example.foo.systemDescription(1234)

/com.example.foo.status HTTP/1.1  

é 

 

<systemDescription xmlns=òWeb3SBase:com.example. foo ò> 

   <status><yellow/></status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 

!ōƻǾŜ ƛǎ ǘƘŜ ǎŀƳŜ t¦¢ ǊŜǉǳŜǎǘ ŀǎ ǳǎŜŘ ƛƴ ǘƘŜ ǇǊŜǾƛƻǳǎ ǉǳŜǎǘƛƻƴ ōǳǘ ƭŜǘΩǎ ƭƻƻƪ ŀǘ ƛǘ ŦǊƻƳ ǘƘŜ ǇŜǊǎǇŜŎǘƛǾŜ 

ƻŦ ǊŜŎǳǊǎƛǾŜ άǳǇŘŀǘŜέΦ ¢ƘŜ ƭƻƎƛŎ ǿƻǳƭŘ ōŜ ǎƻƳŜǘƘƛƴƎ ƭƛƪŜΥ 

1. There is a status EII in the PUT request so the status EII in the resource will be updated. 

2. There is a yellow EII in the status EII in the PUT request so the yellow EII will be updated. 

3. ¢ƘŜǊŜ ƛǎ ƴƻǘƘƛƴƎ ƛƴ ǘƘŜ ȅŜƭƭƻǿ 9LL ƛƴ ǘƘŜ ǎǘŀǘǳǎ 9LL ƛƴ ǘƘŜ t¦¢ ǊŜǉǳŜǎǘ ǎƻΧΦΚ 

 

The logic recursed from systemDescription to status to yellow and then it got stuck. 

 

¢ƘŜ ǇǊƻōƭŜƳ ƛǎ ǘƘŀǘ ǘƘŜ ǇǳǊǇƻǎŜ ƻŦ ǊŜǉǳŜǎǘŜǊ !Ωǎ ǊŜǉǳŜǎǘ ǿŀǎ ŀŎǘǳŀƭƭȅ ǘƻ ŘŜƭŜǘŜ ǘƘŜ ƎǊŜŜƴ 9LL ŀƴŘ 

replace it with the yellow EII. But how is the Web3S resource supposed to figure that out?  

 

IŀǾƛƴƎ ǘƻ ƎǳŜǎǎ ŀǘ ŎŀƭƭŜǊΩǎ ƛƴǘŜƴǘƛƻƴǎ ƛǎ ƻōǾƛƻǳǎƭȅ ƴƻǘ ƎƻƻŘ ŘŜǎƛƎƴΦ ²ƘŀǘΩǎ ƳƛǎǎƛƴƎ ƛǎ ŀ ǿŀȅ ŦƻǊ ǘƘŜ ŎŀƭƭŜǊ 

ǘƻ ǎŀȅ άǿŜƭƭΣ ŀŎǘǳŀƭƭȅΣ ǿƘŀǘ L ƳŜŀƴǘ ǿŀǎΣ ǊŜǇƭŀŎŜ ғƎǊŜŜƴκҔ ǿƛǘƘ ғȅŜƭƭƻǿκҔέΦ {ƻ ƳŀȅōŜ ǘƘŜ ǊŜǉǳŜǎǘ ǎƘƻǳƭŘ 

be: 

 



PUT 

/stuff/com.example.foo.systems/com.example.foo.systemDescription(1234)

/com.example.foo.status HTTP /1.1  

é 

 

<systemDescription xmlns=ò Web3SBase:com.example.foo ò xmlns:web3s = 

ñWeb3S:ò> 

   <status>  

      <web3s:replace>  

         <web3s:currentValue>  

            <green/>  

         </web3s:currentValue>  

         <web3s:newValue>  

            <yellow/>  

         </web3s:newValue>  

      </web3s:replace>  

   </status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 

Of course replace is really just an amalgam of two different commands ς a delete followed by a create 

(sound familiar?). So we could make things more explicit: 

 

PUT 

/stuff/com.example.foo.systems/com.example.foo.systemDescription(1234)

/com.example.foo.status HTTP/1.1  

é 

 

<systemDescription xmlns=ò Web3SBase:com.example.foo ò xmlns:web3s = 

ñWeb3Sò> 

   <status>  

      <web3s:delete>  

         <green/>  

      </web3s:delete>  

      <yellow/>  

   </status>  

   <statusCheckDate>2/3/2007</statusCheckDate>  

</systemDescription>  

 

In this case the logic would be: 

 If the EII is inside of a web3s:delete wrapper then delete the EII with the same name (and ID for 

multivalued elements). 

 If an EII is not inside of a web3s:delete wrapper and there is an existing EII on the resource with 

ǘƘŜ ǎŀƳŜ ƴŀƳŜ όŀƴŘ L5Χύ ǘƘŜƴ ŀǇǇƭȅ ǘƘŜ άǳǇŘŀǘŜέ ǎŜƳŀƴǘƛŎǎ ǊŜŎǳǊǎƛǾŜƭȅ 

 If an EII is on its own and there is not a matching EII on the resource then create the EII on the 

resource. 



7.8.6 Can’t we just use DELETE/POST and get rid of PUT? 

{ǳǊŜΣ ŀǎ ƭƻƴƎ ŀǎ ǘƘŜǊŜ ŘƻŜǎƴΩǘ ŜȄƛǎǘ ŀƴȅ ǎŎƘŜƳŀ ŀƴȅǿƘŜǊŜ ǘƘŀǘ ǊŜǉǳƛǊŜǎ ǘǿƻ ƻǊ ƳƻǊŜ ǾŀƭǳŜǎ ǘƻ ōŜ 

changed as a unit. In a very real sense PUT is DELETE + POST + All or Nothing semantics. 

 

Another approach is to require that all updates occur by first deleting the content to be updated and 

ǘƘŜƴ th{¢ƛƴƎ ŀ ƴŜǿ ǾŜǊǎƛƻƴΦ Lƴ ƻǘƘŜǊ ǿƻǊŘǎ ǘŀƪƛƴƎ ǘƘŜ άŘŜƭŜǘŜ Ҍ ŎǊŜŀǘŜέ ǎŜƳŀƴǘƛŎǎ ŘƛǎŎǳǎǎŜŘ ǇǊŜǾƛƻǳǎƭȅ 

literally. But this will bring up a number of issues. First, in large infoset instances with many cross 

correlations it would mean having to delete and upload large amounts of content. Second, the 

semantics of DELETE usuaƭƭȅ ƘŀǾŜ ǎƛŘŜ ŜŦŦŜŎǘǎ ǘƘŀǘ Ƴŀȅ ƴƻǘ ōŜ ŀǇǇǊƻǇǊƛŀǘŜ όŜΦƎΦ άǎƻƳŜƻƴŜ Ƨǳǎǘ ŘŜƭŜǘŜŘ 

ǘƘŜ ǊƻǳǘŜǊΣ L ƎǳŜǎǎ ƛǘ Ƴǳǎǘ ƴƻǘ ōŜ ǇŀǊǘ ƻŦ ƻǳǊ ƛƴǾŜƴǘƻǊȅ ŀƴȅƳƻǊŜέύΦ ¢ƘƛǊŘΣ ƛǘ ƛƴǘǊƻŘǳŎŜǎ ƴŀƳƛƴƎ ƛǎǎǳŜǎ 

since people may have been recording the URLs for the deleted values and there is no guarantee that 

the new entries will have the same IDs as the old entries. 

 

So in general DELETE and POST are not a substitute for PUT. 

7.8.7 Is this definition of PUT idempotent? 

²Ŝ ōŜƭƛŜǾŜ ǎƻ ōǳǘ Ƴǳǎǘ ŀŘƳƛǘ ǘƘŀǘ ǿŜ ƘŀǾŜƴΩǘ ŘƻƴŜ ǘƘŜ ƳŀǘƘ ǘƻ ǇǊƻǾŜ ƛǘΦ 

 

Also note that the ability of Web3S resources to change the state of the resource from what was PUT 

ōŜŦƻǊŜ ǊŜǘǳǊƴƛƴƎ ǘƘŜ ǊŜǎǳƭǘ ŘƻŜǎ ƴƻǘ ƴŜŎŜǎǎŀǊƛƭȅ ƳŜŀƴ ǘƘŀǘ t¦¢ ƛǎƴΩǘ ƛŘŜƳǇƻǘŜƴǘΦ {ƻ ƭƻƴƎ ŀǎ ǘƘŜ ²Ŝōо{ 

resource is consistent in its changes then PUT would be idempotent. How consistent Web3S resources 

will be in this matter remains to be seen. 

 

.ǳǘ ƻƴŜ ǎƘƻǳƭŘ ǊŜƳŜƳōŜǊ ǘƘŀǘ ƛŘŜƳǇƻǘŜƴǘ ŘƻŜǎƴΩǘ ƳŜŀƴ άōȅǘŜ ŦƻǊ ōȅǘŜ ƛŘŜƴǘƛŎŀƭέΦ LǘΩǎ ǊŜŀƭƭȅ ŀōƻǳǘ 

having a consistent server state. So it is possible for Web3S resources to alter the state of multiple 

identical PUT responses in different ways and still be idempotent in its full sense if not necessarily at the 

level of individual bytes. 

7.9 UPDATE 

7.9.1 Why introduce UPDATE, why not just use PUT? 

In order to allow for schema consistent transitions it is necessary to enable UPDATE to create elements 

that the caller knows do not current exist. This covers the simplest case where a schema has two 

possible but mutually exclusive children. A schema consistent transition requires the ability to delete 

one of the elements and create the other. But as soon as create/append style functionality is added 

then the method is no longer idempotent. Since RFC 2616 explicitly defines PUT as being idempotent it 

would have been impossible to both solve the problem of schema consistent transitions and providing 

an idempotent method. 

 

Imagine a schema to record visits to customers by service personnel. A service record is schematically 

only allowed to be in one of two mutually exclusive states. 



 

org.example.visit()  

   org.example.scheduledDate  

   org.example.servicePerson+  

 

or 

 

org.example.visit()  

   org.example.dateVisited  

   org.example.servicePerson+  

 

A service visit is scheduled and so the following EII is created: 

 

org.example.visit(834)  

   org.example.scheduledDate  

      ñ12/1/2009ò 

   org.example.servicePerson(123)  

      ñGilead Almosnino ò 

 

After the visit the record entry is to be updated to show its resolution. The intended update value is: 

 

org.example.visit(834)  

   org.example.dateVisite d 

      ñ1/2/2010ò 

   org.example.servicePerson(456)  

      ñHenrik Larsen ò 

   org.example.servicePerson(789)  

      ñDariusz Korzun ò 

 

In other words the visit was originally scheduled for 12/1/2009 by Gilead Almosnino but in the end the 

visit actually occurred on 1/2/2010 and was serviced by Henrik Larsen and Dariusz Korzun. 

 

The problem is that there is no sequence of DELETE/POST/PUTs that can translate the infoset state from 

the start state to the end state without requiring the infoset be placed into an intermediate state that is 

not valid according to the schema. 

 

CƻǊ ŜȄŀƳǇƭŜΣ ƛŦ ǘƘŜ ǎŎƘŜŘǳƭŜŘ5ŀǘŜ ŜƭŜƳŜƴǘ ƛǎ 59[9¢9ΩŘ ǘƘŜ Ǿƛǎƛǘ 9LL ƛǎ ƴƻǿ ǎŎƘŜƳŀ ƛƴǾŀƭƛŘ ǎƛƴŎŜ ƛǘǎ 

schema requires that there either be a scheduledDate or dateVisited element. If instead the dateVisited 

ŜƭŜƳŜƴǘ ƛǎ th{¢ΩŘ ƻǊ t¦¢ ƛƴǘƻ ǘƘŜ ƛƴŦƻǎŜǘ ǘƘŜƴ ǘƘŜ ƛƴǎǘŀƴŎŜ ōŜŎƻƳŜǎ ǎŎƘŜƳŀ ƛƴǾŀƭƛŘ ōŜŎŀǳǎŜ ǘƘŜǊŜ 

would now be a scheduledDate and dateVisited EII in the infoset when the two EIIs are mutually 

exclusive. 

 

The PUT method, if it could express delete semantics, could handle the previous situation. But things get 

more tricky when we deal with the issue that not only is the servicePerson who was scheduled not the 

person who showed up but in fact two servicePerson showed up. We could argue that PUT could be 



used to update from, say, Gilead Almosnino to Henrik Larsen. But how exactly do we get the second 

servicePerson value inserted? 

 

²Ŝ ŎƻǳƭŘ ŦƛǊǎǘ ǳǇŘŀǘŜ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ǎǘŀǘŜ ŦǊƻƳΥ 

org.example.visit(834)  

   org.exam ple.scheduledDate  

      ñ12/1/2009ò 

   org.example.servicePerson(123)  

      ñGilead Almosnino ò 

 

To 

 

org.example.visit(834)  

   org.example.dateVisited  

      ñ1/2/2010ò 

   org.example.servicePerson(123)  

      ñHenrik Larsen ò 

 

Using the putative PUT with delete semantics mentioned above. But we would then have to issue an 

additional POST in order to add the Dariusz Korzun entry. This means that there would be a period of 

ǘƛƳŜ ǿƘŜƴ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ǎǘŀǘŜ ƛǎ ŦŀƭǎŜΦ ¢Ƙŀǘ ƛǎΣ ƛǘ Ƴŀȅ ōŜ ǎŎƘŜƳŀ ƭŜƎŀƭΣ ōǳǘ ƛǘ ŘƻŜǎ ƴƻǘ accurately reflect 

what happened, which is that two service people showed up. To prevent this problem we need the 

ability to not only update existing information and delete existing information but we also need the 

ability to append new information. But we ŎŀƴΩǘ ǳǎŜ t¦¢ ƛƴ ǘƘŀǘ ŎŀǎŜ ōŜŎŀǳǎŜ ŀǇǇŜƴŘ ƛǎ ƴƻǘ ƛŘŜƳǇƻǘŜƴǘΦ 

 

Also note that using PUT to change org.example.servicePerson(123) from Gilead Almosnino to Henrik 

Larsen Ƴŀȅ ƴƻǘ ƴŜŎŜǎǎŀǊƛƭȅ ōŜ ŀ ƎǊŜŀǘ ƛŘŜŀΦ .ǳǘ ǘƘŀǘΩǎ ŀƴƻǘƘŜǊ ǎǘƻǊȅΦ 

 

To resolve these issues we need a way to issue, effectively a PUT/POST/DELETE in a single request. 

Without that ability we would require transitions through schema illegal or at least schematically 

incorrect states. So that is where UPDATE comes in. 

7.9.2 Couldn’t you just cheat and remove the ability to specify EIIs without IDs 

and so make UPDATE idempotent? 

The trick would be to ban EIIs in the UPDATE with empty IDs. If a caller did need the equivalent of an 

UPDATE with an EII with an empty ID then they would just make up some value to stick in the ID, count 

on the value not existing and thus count on the Web3S resource creating an EII with the specified ID. 

This would still be idempotent since issuing the UPDATE multiple times would still result in the same EII 

with the same ID existing on the resource. 

 

However this leaves open the possibility of collision. If it turns out that there actually is an EII with the 

ΨǊŀƴŘƻƳƭȅΩ ŎƘƻǎŜƴ L5 ǘƘŜƴ ǘƘŜ ǎŜƳŀƴǘƛŎǎ ƻŦ ǘƘŜ ŀŎǘƛƻƴ ǿƻǳƭŘ ōŜ ƻǘƘŜǊ ǘƘŀƴ ǿƘŀǘ ǘƘŜ ǊŜǉǳŜǎǘƻǊ 

intended. 



 

Also Web3S resourceǎ ƘŀǾŜ ǘƘŜ Ŧƛƴŀƭ ǎŀȅ ƻƴ L5ǎΦ LŦ ŀƴ 9LL ǿƛǘƘ ŀƴ L5 ƛƴ ŀƴ ¦t5!¢9 ǊŜǉǳŜǎǘ ŘƻŜǎƴΩǘ ƳŀǘŎƘ 

an existing EII on the resource then the Web3S resource can still choose to reject the request because it 

ŘƻŜǎƴΩǘ ǿƛǎƘ ǘƻ ŎǊŜŀǘŜ ŀ ƴŜǿ 9LL ǿƛǘƘ ǘƘŜ ǎǇŜŎƛŦƛŜŘ L5 ŜǾŜƴ ǘƘƻǳƎh it would have been happy to access 

the EII if it had an empty ID so the resource could pick its own ID. So removing the empty ID functionality 

would make UPDATE methods very risky. 

7.9.3 If the server can’t find an ordering that will allow it to execute an 

UPDATE shouldn’t that be a 5xx error not a 4xx error? 

Lǘ ƛǎ ǘƘŜ ŎƭƛŜƴǘΩǎ ǊŜǎǇƻƴǎƛōƛƭƛǘȅ ǘƻ ǎǳōƳƛǘ ǊŜǉǳŜǎǘǎ ǘƘŀǘ ǘƘŜ ǎŜǊǾŜǊ Ŏŀƴ ƘŀƴŘƭŜΦ ¸ŜǎΣ ǘƘŀǘΩǎ ŀ ǿƛƳǇ ƻǳǘΦ 

7.9.4 If the EII in the UPDATE is empty and the matching EII on the resource 

has a SII then the SII is deleted, but if the matching EII on the resource 

has EII children then nothing happens, why? 

¦t5!¢9 ǳǎŜǎΣ ǿŜƭƭΣ ǳǇŘŀǘŜ ǎŜƳŀƴǘƛŎǎΦ {ƻ ƛǘǎ Ƨƻō ƛǎ ǘƻ ΨǿŀƭƪΩ ǘƘŜ 9LL ǘǊŜŜ ǳƴǘƛƭ ƛǘ ŦƛƴŘǎ ŀ ǾŀƭǳŜ ƛǘ Ŏŀƴ 

update. In the case of a SII the SII can be updated. But in the case of an EII what is to be updated in the 

EII on the resource if the EII in the UPDATE is empty? We could just delete the contents of the EII on the 

ǊŜǎƻǳǊŎŜ ōǳǘ ǿŜ ǘƘƛƴƪ ǘƘŀǘ ƛǎ ǘƻƻ ƭƛƪŜƭȅ ǘƻ ƭŜŀŘ ǘƻ ŜǊǊƻǊǎΦ {ŜŜ ǘƘŜ ǉǳŜǎǘƛƻƴ ά²Ƙȅ ŎŀƴΩǘ t¦¢ Ƨǳǎǘ ŘŜƭŜǘŜ 

whatever is in the existing EII and replace its contents?έ ŦƻǊ ƳƻǊŜ ŘŜǘŀƛƭǎΦ 

7.9.5 Why are DELETE command annotations processed from the root on 

down? 

DELETE /net.example. bar HTTP/1.1  

é 

 

<bar xmlns=òWeb3SBase:net. exampleò xmlns:web3s=òWeb3S:ò> 

   <web3s:delete>  

      <blah><web3s:id>4</web3s:id></blah>  

   </web3s:delete>  

   <blah>  

      <web3s:id>4</web3s:id>  

      <web3s:delete>  

         <foobar/>  

      </web3s:delete>  

   </blah>  

</bar>  

Example 4 - A DELETE Request 

 

Let us imagine that the net.example.blah EII is defined such that when it is created the Web3S resource 

will automatically create a net.example.foobar EII with some resource specified contents. 

 



In the previous example if the deletes were not executed from the root on down but instead from the 

ƭŜŀŦǎ ƻƴ ǳǇ όƻǊ ǎƻƳŜ ƻǘƘŜǊ ƻǊŘŜǊύ ǘƘŜƴ ǘƘŜ ǎŜƳŀƴǘƛŎǎ ǿƻǳƭŘ ōŜ άŘŜƭŜǘŜ ǘƘŜ ŦƻƻōŀǊ 9LL ŦǊƻƳ ǘƘŜ ŜȄƛǎǘƛƴƎ 

net.examǇƭŜΦōƭŀƘόпύΣ ŘŜƭŜǘŜ ƴŜǘΦŜȄŀƳǇƭŜΦōƭŀƘόпύ ŀƴŘ ǘƘŜƴ ŎǊŜŀǘŜ ƴŜǘΦŜȄŀƳǇƭŜΦōƭŀƘόпύΦέ 

 

.ǳǘ ǘƘŜ ŘŜǎƛǊŜŘ ǎŜƳŀƴǘƛŎǎ ŀǊŜ ŀŎǘǳŀƭƭȅ άŘŜƭŜǘŜ ƴŜǘΦŜȄŀƳǇƭŜΦōƭŀƘόпύΣ ŎǊŜŀǘŜ ƴŜǘΦŜȄŀƳǇƭŜΦōƭŀƘόпύΣ ŘŜƭŜǘŜ 

ǘƘŜ ŀǳǘƻƳŀǘƛŎŀƭƭȅ ŎǊŜŀǘŜŘ ƴŜǘΦŜȄŀƳǇƭŜΦŦƻƻōŀǊ 9LLΦέ 

 

Admittedly this is an edge case but it is the motivation for requiring that deletes be processed from the 

root on down. 

7.9.6 Why aren’t you using a XML Diff format instead of inventing your own 

Diff format? 

hǳǊ 5ƛŦŦ ŦƻǊƳŀǘ ŘƻŜǎƴΩǘ ŀŎǘǳŀƭƭȅ ŘƛŦŦ ƻŦ ǘƘŜ ·a[ ƛƴŦƻǎŜǘΦ Lǘ ŘƛŦŦǎ ƻŦŦ ǘƘŜ Ƴuch simpler Web3S infoset. This 

allows us to have a radically simpler syntax and to ignore XML issues like attributes and ordering that 

have no relevance to Web3S.  

 

More importantly, using a Web3S infoset specific diff format allows us to directly express the changes 

that are to be made in the Web3S infoset. If we used a XML specific diff format (ala XML Patch out of the 

SIMPLE working group in the IETF) then we would be specifying changes indirectly. E.g. the diff format 

ǿƻǳƭŘ ǎŀȅ άǘŀƪŜ ǘƘƛǎ ǇƛŜŎŜ ƻŦ ·a[ ŀƴŘ ƳŀƪŜ ƛǘ ƭƻƻƪ ƭƛƪŜ ǘƘƛǎ ƻǘƘŜǊ ǇƛŜŎŜǎ ƻŦ ·a[έ ǘƘŜƴ ǿŜ ǿƻǳƭŘ ǇǊƻŎŜǎǎ 

the XML into a Web3S infoset and that would be the final state. This kind of indirect two stage alteration 

just begs for translation errors. 

 

So all in all we felt it was best to just stick with our own Web3S infoset specific diff format. 

8 Extended Options 

8.1 Location Information 

8.1.1 What’s the point of having location information? 

Oddly enough people seem to really like to point at things, typically using URLs. We figured having a 

standard way tƻ Řƻ ǘƘŀǘ ƛƴ ²Ŝōо{ ǿŀǎ ŀ ƎƻƻŘ ƛŘŜŀΦ LǘΩǎ ƴƻǘ ƳŀƴŘŀǘƻǊȅΦ LǘΩǎ Ƨǳǎǘ ŀ ŎƻƴǾŜƴǘƛƻƴΦ 

 

!ƴŘ ȅŜǎΣ ǿŜ ǘƘƻǳƎƘǘ ƻŦ ƴŀƳƛƴƎ ƛǘ Iw9C ōǳǘ ǎƛƴŎŜ ǿŜ ŀǊŜƴΩǘ ŀŎǘǳŀƭƭȅ ǇƻƛƴǘƛƴƎ ŀǘ ƘȅǇŜǊǘŜȄǘ ƛǘ ŘƛŘƴΩǘ ǎŜŜƳ ŀ 

good name to use. 

8.2 Web3S Location Information 

8.2.1 What use is the Web3S Location flag? 

It lets the processor know that in so far as the person who specified the URL is aware the URL points to a 

Web3S resource. This is useful for linking between Web3S resources. 



8.3 Sort Query Segment Extension 

8.3.1 Shouldn’t this be a HTTP header? Not part of the URL? 

The query segment of a URL is well defined in RFC 3986. So we are just using it for its intended purpose 

ς to control the data that is returned. In this case we are controlling the sort order. So we believe our 

use of the URL is appropriate. 

8.3.2 But since sort is optional anyway won’t it hurt caching? 

LŦ ǎƻǊǘ ǿŜǊŜ ŀ ƘŜŀŘŜǊ ŀƴŘ ǿŀǎƴΩǘ ƛƴŎƭǳŘŜŘ ƛƴ ǾŀǊȅ ƻƴ ǘƘŜ ǊŜǎǇƻƴǎŜ ǘƘŜƴ ŀ ǇǊƻȄȅ ŎƻǳƭŘ ǊŜŎƻǊŘ ǘƘŜ ǎƻǊǘŜŘ 

response and return it to people looking for the non-sorted response. The only problem with this 

approach is that if someone is explicitly looking for a sorted response and submitted a sort header that 

ǿŀǎƴΩǘ ŘƛǎŎǳǎǎŜŘ ƛƴ ǾŀǊȅ ǘƘŜƴ ǘƘŜ ŎŀŎƘŜ ǿƻǳƭŘ ǊŜǘǳǊƴ ǘƘŜ ŎŀŎƘŜŘ ǊŜǎǇƻƴǎŜ ǿƘƛŎƘ ƳƛƎƘǘ ƘŀǾŜ ōŜŜƴ 

sorted differently than the client wants. So this means that anyone making sort requests will have to 

know to put in cache-control: no-ŎŀŎƘŜΣ ǿƘƛŎƘ ƛǎƴΩǘ ƴŜŎŜǎǎŀǊƛƭȅ ǘƘŜ ŜƴŘ ƻŦ ǘƘŜ ǿƻǊƭŘ ōǳǘ ƛǎ ŀƴƴƻȅƛƴƎ ŀƴŘ 

is likely to lead to unexpected errors. 

 

On the other hand if we put the sort value into a header then there is no way for one person to just 

hand a URL to another person that will return sorted results. Since sorting is more a function of 

massaging the returned data than changing its semantic or even syntax we suspect sort is best specified 

in the URL. 

8.3.3 Why don’t you support publishing the sort tokens in-band? 

Wǳǎǘ ƘŀǾƛƴƎ ŀ ƭƛǎǘ ƻŦ ǘƘŜ ǎƻǊǘ ǘƻƪŜƴǎ ƛǎƴΩǘ ǘŜǊǊƛōƭȅ ǳǎŜŦǳƭΦ ²ƘŀǘΩǎ ƴŜŜŘŜŘ ƛǎ ŀƴ ŜȄǇƭŀƴŀǘƛƻƴ ƻŦ ǿƘŀǘ ǘƘƻǎŜ 

ǘƻƪŜƴǎ ǿƛƭƭ ŀŎǘǳŀƭƭȅ ŘƻΦ .ǳǘ ŜǾŜƴ ǘƘŀǘ ƭƛǎǘ ƛǎƴΩǘ ǘŜǊǊƛōƭȅ ǳǎŜŦǳƭ ǿƛǘƘƻǳǘ ŀ ƎƻƻŘ ǳƴŘŜǊǎǘŀƴŘing of the 

ǎŎƘŜƳŀ ƻŦ ǘƘŜ ǊŜǎƻǳǊŎŜ ǎƛƴŎŜ ǘƘŜ ǎƻǊǘƛƴƎ ǘƻƪŜƴ ǿƛƭƭ ŀǇǇƭȅ ǘƻ ǘƘŀǘ ǎŎƘŜƳŀΦ {ƻ ǿƘŀǘΩǎ ǊŜŀƭƭȅ ƴŜŜŘŜŘ ƛǎ ŀ 

ǿŀȅ ǘƻ ŘƛǎŎƻǾŜǊ ŀ ƘǳƳŀƴ ǊŜŀŘŀōƭŜ ǊŜǇǊŜǎŜƴǘŀǘƛƻƴ ƻŦ ǘƘŜ ǊŜǎƻǳǊŎŜΩǎ ǎŎƘŜƳŀ ŀƴŘ ǎƻǊǘ ǘƻƪŜƴǎΦ 

 

There has been some thought that OPTIONS might be a ƎƻƻŘ ǿŀȅ ǘƻ ŘƛǎŎƻǾŜǊ ǘƘƛǎ Řŀǘŀ ōǳǘ ǿŜ ŀǊŜƴΩǘ 

sure if that means that every single EII should return OPTIONS with full data or just the top resource or 

ƳŀȅōŜ ǳǎŜ ǊŜŘƛǊŜŎǘ ƻǊΧ 

 

In any case we have decided to punt on this for now. 

8.3.4 Why require the sort tokens to be reverse DNS names? 

aƻǎǘƭȅ ǘƻ ǇǊŜǾŜƴǘ ŀŎŎƛŘŜƴǘŀƭ ŎƻƭƭƛǎƛƻƴǎΦ ¢Ƙƛǎ ƛǎ Ƴƻǎǘƭȅ Ƨǳǎǘ ōŜƛƴƎ ΨǾŜǊȅ ŎŀǊŜŦǳƭΩ ǎƛƴŎŜ ƛƴ ǘƘŜƻǊȅ ǎƻƳŜƻƴŜ 

ǎƘƻǳƭŘ ƴƻǘ ōŜ ǎǳōƳƛǘǘƛƴƎ ǎƻǊǘ ǘƻƪŜƴǎ ǘƻ ǊŜǎƻǳǊŎŜǎ ǘƘŀǘ ƘŀǾŜƴΩǘ ŘŜŦƛƴŜŘ ǘƘŜƳΦ .ǳǘ ƛƴ ŎŀǎŜ ǎƻƳŜƻƴŜ ŘƻŜǎ 

submit a token for one resource to another resource by using reverse DNS names we allow the resource 

to discover the problem. 



8.4 XPATH Query Segment Extension 

8.4.1 Why isn’t XPATH syntax specified in the spec? 

We ran out of time. So much spec, so little time. 

8.4.2 Can you really support full XPATH? 

Probably not. There are parts of XPATH (such as functional call outs) that are insecure, parts that are 

irrelevant (attributes, ordering, etc.) and parts that have horrendous performance implications (union 

comes to mind). Our expectation is that we will need to profile XPATH down to something that is 

reasonably implementable. 

8.5 SEARCH Method Support 

8.5.1 Why isn’t SEARCH syntax specified in the spec? 

We ran out of time. So much spec, so little time. 

8.5.2 Why do we need a SEARCH method? Isn’t XPATH enough? 

·t!¢I ƛǎ ŀ ƎǊŜŀǘ ǎŜƭŜŎǘƛƻƴ ƭŀƴƎǳŀƎŜ ōǳǘ ƛǘ ƛǎƴΩǘ ŀ Ŧǳƭƭ query language. A query language not only allows 

one to specify what data one wants but how that data should be returned. To specify this kind of 

complex query one really needs a request body which means one needs a method which therefore leads 

one to SEARCH. 

8.6 Serializing the Web3S Infoset into/out of JSON 

8.6.1 Why isn’t the JSON serialization syntax specified in the spec? 

We ran out of time. So much spec, so little time. 

9 Appendix 

9.1 Open Issues 
No table of contents entries found. 


